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Abstract
A circuit analysis problem takes a Boolean function 𝑓 as input (where 𝑓 is represented either as a logical circuit, or as a truth table) and determines some interesting
property of 𝑓 . Examples of circuit analysis problems include Circuit Satisfiability,
Circuit Composition, and the Minimum Size Circuit Problem (MCSP). A circuit
lower bound presents an interesting function 𝑓 and shows that no “easy” family of
logical circuits can compute 𝑓 correctly on all inputs, for some definition of “easy”.
Lower bounds are infamously hard to prove, but are of significant interest for understanding computation.
In this thesis, we derive new connections between circuit analysis problems and circuit lower bounds, to prove new lower bounds for various well-studied circuit classes.
We show how faster algorithms for Circuit Satisfiability can imply non-uniform lower
bounds for functions in NP and related classes. We prove that MCSP cannot be
NP-hard under “local” gadget reductions of the kind that appear in textbooks, and
if MCSP proved to be NP-hard in the usual (polynomial-time reduction) sense then
we would also prove longstanding lower bounds in other regimes. We also prove that
natural versions of the Circuit Composition problem do not have small circuits that
are constructible in very small (logarithmic) space.
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Chapter 1
Introduction
A circuit analysis problem takes a Boolean function 𝑓 : {0, 1}𝑛 → {0, 1} as input
(where 𝑓 is represented either as a logical circuit, or as a truth table) and determines
some interesting property of 𝑓 . (For concreteness, let’s say our logical circuits are
defined over AND, OR, NOT gates of fan-in at most 2.) In this thesis, we study the
following circuit analysis problems:
∙ Satisfiability (Sat). This problem asks: Given 𝑓 , is there an input to 𝑓 that
makes 𝑓 output 1? Complementarily, is 𝑓 the function which always returns
0? This problem is trivial when we are given a truth table for 𝑓 . When we are
given a circuit for 𝑓 , 𝑆𝑎𝑡 becomes a significant problem in program and logic
verification, and it is famously NP-complete. It is known to be solvable in about
2𝑛 · 𝑠 time, where 𝑛 is the number of inputs to the circuit, and 𝑠 is the size of
the circuit.
∙ Gap Satisfiability (Gap SAT). Here we ask: Assuming 𝑓 is either the all-zeroes
function, or it outputs 1 on at least half of its possible inputs, which of the two
is the case? This is a vast relaxation of Satwhich can be solved easily with
randomness, by choosing inputs at random.
∙ Circuit Composition. Roughly speaking, in this problem we are given one
or two circuits along with an input, and a “schematic” for composing copies
9

of these circuits together to build a larger circuit. The task is to evaluate the
larger circuit on the input, and output the answer.
∙ Minimum Circuit Size Problem (MCSP). MCSP is the canonical logic synthesis problem: we are given ⟨𝑇, 𝑘⟩ where 𝑇 is a string of 𝑛 = 2ℓ bits (for some
ℓ), 𝑘 is a positive integer (encoded in binary or unary), and the goal is to determine if 𝑇 is the truth table of a Boolean function with circuit complexity at
most 𝑘. MCSP is in NP, because any circuit of size at most 𝑘 could be guessed
nondeterministically in 𝑂(𝑘 log 𝑘) ≤ 𝑂(𝑛) time, then verified on all bits of the
truth table 𝑇 in poly(2ℓ , 𝑘) ≤ poly(𝑛) time.

A circuit lower bound presents an interesting function 𝑓 : {0, 1}⋆ → {0, 1} and
shows that no “easy” family of logical circuits can compute 𝑓 correctly on all inputs,
for some definition of “easy”. In this thesis, we derive new connections between circuit
analysis problems and circuit lower bounds, to prove new lower bounds for various
well-studied circuit classes. In general, the results of this theses are partitioned into
three groups:

1. Non-Uniform Lower Bounds from Faster SAT Algorithms (Section 1.1
and Chapter 3). We show how faster algorithms (slightly beating the 2𝑛 cost
of exhaustive search) for Circuit Satisfiability or Gap Circuit Satisfiability can
imply non-uniform lower bounds for functions in NP, as well as generalizations
of NP (such as nondeterministic quasi-polynomial time, which we call NQP).
2. Results on the Hardness of MCSP (Section 1.2 and Chapter 4). MCSP
is widely believed to not be efficiently solvable, but it is also not known to
be NP-hard. Among other results, we prove that MCSP cannot be NP-hard
under “local” gadget reductions of the kind that appear in textbooks, and if
MCSP proved to be NP-hard in the usual (polynomial-time reduction) sense
then we would also prove longstanding lower bounds in other regimes (such as
EXP ̸= ZPP).
10

3. Uniform Circuit Lower Bounds from Easiness Amplification
(Section 1.3 and Chapter 5). We prove that versions of the circuit composition
problem do not have small circuits that are constructible in very small (logarithmic) space. This result and others arise from a careful study of how to
“compose” small circuits for small-space computations, a phenomenon we call
easiness amplification.

1.1

Non-Uniform Lower Bounds from Faster SAT
Algorithms

Let NTIME[𝑡(𝑛)] be the class of problems solvable in nondeterministic 𝑡(𝑛) time.
Proving non-uniform circuit lower bounds for functions in nondeterministic complexity classes such as NP or NEXP = NTIME[2𝑛

𝑂(1)

] is a well-known grand challenge. A

natural approach is to assume that a given complexity class has small circuits, and to
derive unlikely consequences, eventually absurd enough to derive a contradiction with
other results. Over the years, interesting consequences have been derived from assuming (for example) NP has 𝑂(𝑛)-size circuits, or NEXP has polynomial-size circuits; for
a sample, see [KL82, Kan82, Lip94, KW98, IKW02a, FSW09, Din15, Wil16].
One of the most striking results in this line of work is the Easy Witness Lemma
of Impagliazzo, Kabanets, and Wigderson [IKW02a]. Informally, they show that if
NEXP has small circuits, then every yes-instance of every NEXP problem has a highly
compressible “easy” witness:
Lemma 1.1.1 (Easy Witness Lemma [IKW02a] (Informal)) If NTIME[2𝑛 ]
has circuits of size 𝑠(𝑛), then there is a 𝑘 such that every yes-instance for every verifier
for every problem in NTIME[2𝑛 ] has a witness string 𝑤 (of 𝑂(2𝑛 ) length) which can be
encoded by a circuit of size at most 𝑠(𝑠(𝑛𝑘 )𝑘 )𝑘 . In particular, viewing 𝑤 as the truth
table of a function 𝑓𝑤 : {0, 1}𝑛+𝑂(1) → {0, 1}, this 𝑓𝑤 has 𝑠(𝑠(𝑛𝑘 )𝑘 )𝑘 -size circuits.
For 𝑠(𝑛) being polynomial or quasipolynomial (i.e., 𝑠(𝑛) = 2log
11

𝑂(1)

𝑛

), Lemma 1.1.1

says that small circuits for NEXP imply small circuits encoding solutions to NEXP
problems. Informally, we say the consequence of Lemma 1.1.1 means NTIME[2𝑛 ] has
poly(𝑛)

small witness circuits. Note an NEXP search problem has 22

possible solutions;

having small witness circuits means that the existence of some witness in this huge
space implies an “easy” witness with a short description, in a much smaller search
space. Furthemore, if NTIME[2𝑛 ] has poly-size witness circuits, then NEXP = EXP,
by enumerating over all 2poly(𝑛) small circuits and checking if any encode a witness for
the given verifier. Thus Lemma 1.1.1 shows NEXP ⊂ P/poly implies NEXP = EXP.
Impagliazzo, Kabanets, and Wigderson found many other applications, including a
surprising equivalence between NEXP ̸⊂ P/poly and non-trivial derandomizations.

Application: NEXP Lower Bounds. The second author [Wil11, Wil14] used the
Easy Witness Lemma (along with other ideas) to prove NEXP does not have 𝑛log

𝑂(1)

𝑛

-

size ACC circuits (with the polylog factors tightened in [CP16]), and NEXP does not
have 𝑛log

𝑂(1)

𝑛

-size ACC ∘ THR circuits (ACC composed with a layer of linear threshold

gates at the bottom). These results were proved by designing faster-than-2𝑛 algorithms for the SAT problem for ACC circuits, and using the algorithms in an involved
argument with the Easy Witness Lemma which (eventually) applies the nondeterministic time hierarchy [Wil10]. In general, improving the time complexity of Circuit
Sat (or even estimating the fraction of satisfying assignments to within a small constant, which is widely believed to be in P) for a “typical” complexity class 𝒞 (such as
ACC, TC0 , NC1 , NC, P/poly) from 2𝑛 · 𝑠𝑂(1) time to (for example) 2𝑛 · 𝑠𝑂(1) /𝑛poly(log 𝑛)
time would imply NEXP does not have 𝒞-circuits of 𝑛log 𝑛 size [Wil10, SW13, BSV14].
This algorithmic approach to proving circuit lower bounds via weak circuit satisfiability algorithms has led to some optimism that lower bounds like NEXP ̸⊂ P/poly
may be approachable, and provable.

The Quest for Lower-Complexity Functions. While this program for proving
lower bounds has seen some successes, a major deficiency is that it can only yield
𝜀

circuit lower bounds for functions in NTIME[2𝑛 ] and higher, for 𝜀 > 0. As NEXP is
12

presumably an enormous class, results such as NEXP ̸⊂ ACC are far less interesting
than proving that a more explicit function, such as SAT, is not in ACC. A key
bottleneck in the arguments is the Easy Witness Lemma: Lemma 1.1.1 is crucial in
the connection between SAT algorithms and lower bounds, but its proof only works
for nondeterministic exponential-time classes.1 Given an Easy Witness Lemma for
NP (i.e., if NP has 𝑛𝑘 -size circuits, then every yes-instance of every NP problem has
𝑛𝑓 (𝑘) -size witness circuits), or for NQP = NTIME[𝑛log

𝑂(1)

𝑛

], circuit lower bounds for

these smaller classes could be obtained as well, provided that the necessary (weak)
Circuit Sat algorithms are fast enough.2 Prior work tried to avoid this problem
by working with the larger classes QPNP [Wil11] or PNP [FSW09], but these are less
natural and less obviously weaker (it is open whether NEXP = PNP !).

1.1.1

Easy Witness Lemmas for NP and NQP and Applications.

In this thesis, we prove an easy witness lemma that works for both NP and NQP.
These results readily imply (using the existing framework) stronger circuit lower
bounds: for example, NQP does not have ACC ∘ THR circuits of 𝑛log

𝑘

𝑛

size, for all

fixed 𝑘.
Informally, let SIZE[𝑠(𝑛)] be the class of problems solvable with a circuit family of
𝑠(𝑛) size (see the Preliminaries, Chapter 2 for a formal definition).
Lemma 1.1.2 (Easy Witnesses for NP) There is a 𝑐 ≥ 1 such that for all 𝑘 ≥ 1,
3

if NP ⊂ SIZE[𝑛𝑘 ] then every 𝐿 ∈ NP has witness circuits of size at most 𝑛𝑐𝑘 .
Lemma 1.1.3 (Easy Witnesses for NQP) There is a 𝑐 ≥ 1 such that for all 𝑘 ≥
𝑘

1, if NQP ⊂ SIZE[2log 𝑛 ] then every 𝐿 ∈ NQP has witness circuits of size 2𝑐 log
1

𝑘3

𝑛

.

There are simple easy witness lemmas for deterministic classes such as P and EXP, as one can
see from [Lip94, FSW09]. But it is not known how to extend the connection from SAT algorithms to
circuit lower bounds to prove non-uniform lower bounds for functions in deterministic classes such as
P and EXP; a crucial aspect of those arguments is that the non-uniform circuit is nondeterministically
guessed in the eventual proof-by-contradiction.
2
It’s worth noting that proving NP doesn’t have circuits of size 𝑛𝑘 would have other major
implications, such as NEXP ̸⊂ P/poly and non-trivial derandomizations of MA [IKW02a].
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The full formal statement encapsulating both lemmas can be found in Lemma 3.3.1.
Our primary motivation for proving these lemmas is to improve the known generic
connections between circuit-SAT algorithms and circuit lower bounds. We only need
the underlying class 𝒞 of Boolean circuits to satisfy a few simple properties. Informally, a circuit class 𝒞 is evaluatable if given a description of a 𝐶 from 𝒞 and an
assignment 𝑥 to some of the inputs, it is easy to evaluate 𝐶(𝑥); 𝒞 is closed under
negation if it is easy to compute the negation of a given circuit from 𝒞; 𝒞 is closed
under conjunctions if it is easy to take a collection of 𝒞-circuits, each with 𝑛 inputs, and output one 𝑛-input 𝒞-circuit equivalent to the conjunction of the given
circuits. Classes with all three properties are called typical. (Definitions are in the
Preliminaries.)
For any circuit class 𝒞, let 𝒞-SAT be the satisfiability problem for circuits from
𝒞. We state our results in terms of a presumably much easier problem, the Gap 𝒞
Unsat problem, in which we are promised that the given 𝒞-circuit on 𝑛 inputs is
either unsatisfiable, or has at least 2𝑛 /4 satisfying assignments. Unlike 𝒞-SAT, the
Gap 𝒞 Unsat problem is trivially solvable with randomness. (In prior work [SW13]
the problem is called Derandomize-𝒞; another version is called CAPP [IKW02a].)
We say a nondeterministic algorithm solves Gap 𝒞 Unsat if:
∙ it outputs yes, no, or don’t know on every computation path,
∙ if its input circuit has at least 2𝑛 /4 satisfying assignments, then it outputs no
on some path,
∙ if its input circuit is unsatisfiable, then it outputs yes on some path, and
∙ for every input circuit, it never outputs yes on some path and no on another
path.
It is widely believed that Gap 𝒞 Unsat is solvable in deterministic polynomial time;
this would follow from the existence of pseudorandom generators sufficient for P =
BPP. With this notation, our new algorithms-to-lower bounds connections can be
stated:
14

Theorem 1.1.1 (NP Lower Bounds from 2(1−𝜀)𝑛 -time Circuit-SAT) Let 𝒞 be
typical, and let 𝜀 ∈ (0, 1). Suppose Gap 𝒞 Unsat on 𝑛-input, 2𝜀𝑛 -size circuits is
solvable in nondeterministic 𝑂(2(1−𝜀)𝑛 ) time. Then there is a 𝑐 ≥ 1 such that for all
𝑘, NTIME[𝑛𝑐𝑘

4 /𝜀

] does not have 𝑛𝑘 -size 𝒞-circuits.3
𝜀

Theorem 1.1.2 (NQP Lower Bounds from 2𝑛−𝑛 -time Circuit-SAT) Let 𝒞
𝜀

be typical, and let 𝜀 ∈ (0, 1). Suppose Gap 𝒞 Unsat on 𝑛-input, 2𝑛 -size circuits
𝜀

is in nondeterministic 𝑂(2𝑛−𝑛 ) time. Then for all 𝑘, there is a 𝑐 ≥ 1 such that
NTIME[2log

𝑐𝑘4 /𝜀

𝑛

𝑘

] does not have 2log 𝑛 -size 𝒞-circuits.

It is important to note that for 2𝜀𝑛 size and 𝑛 inputs, Circuit Sat is solvable in
polynomial time. Similarly, Circuit Sat is in quasi-polynomial time for circuits of
𝜀

size 2𝑛 . Thus Theorems 1.1.1 and 1.1.2 are concerned with improving the running
time of problems in P and QP respectively, possibly using nondeterministic algorithms,
and the problem Gap 𝒞 Sat is believed to be in P even for poly(𝑛) circuit sizes.
These new generic algorithm-to-lower-bound connections immediately imply much
tighter lower bounds for ACC and ACC ∘ THR circuits, namely the separation NQP ̸⊂
ACC ∘ THR:
Theorem 1.1.3 For every constant 𝑐, 𝑑, and 𝑚 ≥ 2, there is an 𝑒 ≥ 1 and a problem
𝑒

𝑐

in NTIME[𝑛log 𝑛 ] which does not have depth-𝑑 𝑛log 𝑛 -size AC[𝑚] circuits, even with
𝑛log

𝑐

𝑛

1.2

linear threshold gates at the bottom layer.

On the Hardness of MCSP

MCSP is a natural and basic problem: given a truth table, what is its circuit complexity? However, unlike thousands of other computational problems studied over the
last 40 years, the true complexity of MCSP has not been determined. The problem
could be NP-complete, it could be NP-intermediate, or it could even be in P. (It is
reported that Levin delayed publishing his initial results on NP-completeness out of
3

In fact, the Gap 𝒞 Unsat algorithm could even use 2𝑜(𝑛) bits of advice; see Remark 1.
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wanting to include a proof that MCSP is NP-complete [All14]. More notes on the
history of this problem can be found in [KC00].)

Lower Bounds for MCSP? There is substantial evidence that MCSP ∈
/ P. If
MCSP ∈ P, then (essentially by definition) there are no pseudorandom functions.
Kabanets and Cai [KC00] made this critical observation, noting that the hardness
of factoring Blum integers implies that MCSP is hard. Allender et al. [ABK+ 06]
strengthened these results considerably, showing that Discrete Log and many approximate lattice problems from cryptography are solvable in BPPMCSP and Integer Factoring is in ZPPMCSP . (Intuitively, this follows from known constructions of pseudorandom functions based on the hardness of problems such as Discrete Log [GGM86].)
Allender and Das [AD14] recently showed that Graph Isomorphism is in RPMCSP ,
and in fact every problem with statistical zero-knowledge interactive proofs [GMW91]
is in promise-BPP with a MCSP oracle.

NP-Hardness for MCSP? These reductions indicate strongly that MCSP is not
solvable in randomized polynomial time; perhaps it is NP-complete? Evidence for
the NP-completeness of MCSP has been less conclusive. The variant of the problem
where we are looking for a minimum size DNF (instead of an arbitrary circuit) is
known to be NP-complete [Czo99, AHM+ 08, Fel06]. Kabanets and Cai [KC00] show
that, if MCSP is NP-complete under so-called “natural” poly-time reductions (where
the circuit size parameter 𝑘 output by the reduction is a function of only the input
length to the reduction) then EXP ̸⊂ P/𝑝𝑜𝑙𝑦 , and E ̸⊂ SIZE(2𝜀𝑛 ) for some 𝜀 > 0
unless NP ⊂ SUBEXP. Therefore NP-completeness under a restricted reduction type
would imply (expected) circuit lower bounds. This doesn’t necessarily show that such
reductions do not exist, but rather that they will be difficult to construct.
𝑜(1)

Allender et al. [ABK+ 06] show that if PH ⊂ SIZE(2𝑛

) then (a variant of) MCSP

is not hard for TC0 under AC0 reductions. The generalization MCSP𝐴 for circuits
with 𝐴-oracle gates has also been studied; it is known for example that MCSPQBF
is comprlete for PSPACE under ZPP reductions [ABK+ 06], and recently Allender,
16

Holden, and Kabanets [AHK15] proved that MCSPQBF is not PSPACE-complete under
logspace reductions. They also showed, among similar results, that if there is a set
𝐴 ∈ PH that such that MCSP𝐴 is hard for P under AC0 reductions, then P ̸= NP.
NP-completeness has been defined for many different reducibility notions: polynomial time, logarithmic space, AC0, even logarithmic time reductions. In this thesis,
we study the possibility of MCSP being NP-complete for these reducibilities. We
prove several new results in this direction, summarized as follows:
1. Under “local” polynomial-time reductions where any given output bit can be
computed in 𝑛𝑜(1) time, MCSP is provably not NP-complete, contrary to many
other natural NP-complete problems. (In fact, even PARITY cannot reduce to
MCSP under such reductions: see Theorem 1.2.1.)
2. Under slightly stronger reductions such as uniform AC0, the NP-completeness
of MCSP would imply NP ̸⊂ P/𝑝𝑜𝑙𝑦 4 and E ̸⊂ i.o.-SIZE(2𝛿𝑛 ) for some 𝛿 > 0,
therefore P = BPP as well by [IW97].
3. Under the strongest reducibility notions such as polynomial time, the NPcompleteness of MCSP would still imply major separations of complexity classes.
For example, EXP ̸= ZPP would follow, a major (embarrassingly) open problem.
Together, the above results tell a convincing story about why MCSP has been
difficult to prove NP-complete (if that is even true). Part 1 shows that, unlike many
textbook reductions for NP-hardness, no simple “gadget-based” reduction can work
for proving the NP-hardness of MCSP. Part 2 shows that going only a little beyond the
sophistication of textbook reductions would separate P from NP and fully derandomize
BPP, which looks supremely difficult (if possible at all). Finally, part 3 shows that
even establishing the most relaxed version of the statement “MCSP is NP-complete”
requires separating exponential time from randomized polynomial time, a separation
that appears quite far from a proof at the present time.
4

After learning of our preliminary results, Allender, Holden, and Kabanets [AHK15] found an
alternative proof of the consequence NP ̸⊂ P/𝑝𝑜𝑙𝑦 .
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MCSP is Not Hard Under “Local” Reductions. Many NP-complete problems
are still complete under polynomial-time reductions with severe-looking restrictions,
such as reductions which only need 𝑂(log𝑐 𝑛) time to output an arbitrary bit of the
output. Let 𝑡 : N → N; think of 𝑡(𝑛) as 𝑛1−𝜀 for some 𝜀 > 0.
Definition 1.2.1 An algorithm 𝑅 : Σ⋆ × Σ⋆ → {0, 1, ⋆} is a TIME(𝑡(𝑛)) reduction
from 𝐿 to 𝐿′ if there is a constant 𝑐 ≥ 1 such that for all 𝑥 ∈ Σ⋆ ,
∙ 𝑅(𝑥, 𝑖) has random access to 𝑥 and runs in 𝑂(𝑡(|𝑥|)) time ∀ 𝑖 ∈ {0, 1}⌈2𝑐 log2 |𝑥|⌉ .
∙ There is an ℓ𝑥 ≤ |𝑥|𝑐 +𝑐 such that 𝑅(𝑥, 𝑖) ∈ {0, 1} for all 𝑖 ≤ ℓ𝑥 , and 𝑅(𝑥, 𝑖) = ⋆
for all 𝑖 > ℓ𝑥 , and
∙ 𝑥 ∈ 𝐿 ⇐⇒ 𝑅(𝑥, 1) · 𝑅(𝑥, 2) · · · 𝑅(𝑥, ℓ𝑥 ) ∈ 𝐿′ .

(Note that ⋆ denotes an “out of bounds” character to mark the end of the output.)
That is, the overall reduction outputs strings of polynomial length, but any desired
bit of the output can be printed in 𝑂(𝑡(𝑛)) time. TIME(𝑛𝑜(1) ) reductions are powerful
enough for almost all NP-completeness results, which have “local” structure transforming small pieces of the input to small pieces of the output.5 More precisely, an
𝑂(𝑛𝑘 )-time reduction 𝑅 from 𝐿 to 𝐿′ is a projection if there is a polynomial-time
algorithm 𝐴 that, given 𝑖 = 1, . . . , 𝑛𝑘 in binary, 𝐴 outputs either a fixed bit (0 or 1)
which is the 𝑖th bit of 𝑅(𝑥) for all 𝑥 of length 𝑛, or a 𝑗 = 1, . . . , 𝑛 with 𝑏 ∈ {0, 1}
such that the 𝑖th bit of 𝑅(𝑥) (for all 𝑥 of length 𝑛) equals 𝑏 · 𝑥𝑗 + (1 − 𝑏) · (1 − 𝑥𝑗 ).
Skyum and Valiant [SV85] observed that almost all NP-complete problems are also
complete under projections. So for example, we have:
Proposition 1 ([SV85, PY86]) SAT, Vertex Cover, Independent Set,
Hamiltonian Path, and 3-Coloring are NP-complete under TIME(poly(log 𝑛))
reductions.
5

We say “almost all NP-completeness results” because one potential counterexample is the typical
reduction from Subset Sum to Partition: two numbers in the output of this reduction require taking
the sum of all numbers in the input Subset Sum instance. Hence the straightforward reduction does
𝑜(1)
not seem to be computable even in 2𝑛 -size AC0.
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In contrast to the above, we prove that MCSP is not complete under TIME(𝑛1/3 )
reductions. Indeed there is no local reduction from even the simple language PARITY
to MCSP:
Theorem 1.2.1 For every 𝛿 < 1/2, there is no TIME(𝑛𝛿 ) reduction from PARITY
to MCSP. As a corollary, MCSP is not AC0[2]-hard under TIME(𝑛𝛿 ) reductions.6
This establishes that MCSP cannot be “locally” NP-hard in the way that many
canonical NP-complete problems are known to be.
This theorem for local reductions can be applied to randomized local reductions as
well, though with a slightly weaker result.
Definition 1.2.2 An algorithm 𝑅 : Σ⋆ × Σ⋆ × Σ⋆ → {0, 1, ⋆} is a TIME(𝑡(𝑛)) randomized reduction from 𝐿 to 𝐿′ if there are constants 𝑐 ≥ 1, 𝑝 < 1/2 such that for all
𝑥 ∈ Σ⋆ ,
∙ 𝑅(𝑥, 𝑟, 𝑖) has random access to 𝑥 and runs in 𝑂(𝑡(|𝑥|)) time ∀ 𝑖 ∈ {0, 1}⌈2𝑐 log2 |𝑥|⌉ .
∙ The number of random bits |𝑟| used is at most 𝑂(𝑡(|𝑥|)).
∙ There is an ℓ𝑥 ≤ |𝑥|𝑐 + 𝑐 such that 𝑅(𝑥, 𝑟, 𝑖) ∈ {0, 1} for all 𝑖 ≤ ℓ𝑥 , and
𝑅(𝑥, 𝑟, 𝑖) = ⋆ for all 𝑖 > ℓ𝑥 ,
∙ 𝑥 ∈ 𝐿 =⇒ 𝑃 𝑟𝑟 [𝑅(𝑥, 𝑟, 1) · 𝑅(𝑥, 𝑟, 2) · · · 𝑅(𝑥, 𝑟, ℓ𝑥 ) ∈ 𝐿′ ] ≥ 1 − 𝑝, and
∙ 𝑥 ̸∈ 𝐿 =⇒ 𝑃 𝑟𝑟 [𝑅(𝑥, 𝑟, 1) · 𝑅(𝑥, 𝑟, 2) · · · 𝑅(𝑥, 𝑟, ℓ𝑥 ) ∈ 𝐿′ ] ≤ 𝑝.
Under this definition, a randomized local reduction treats the random bits 𝑟 as
auxiliary input, and will map each 𝑥, 𝑟 pair to its own instance such that the probability over all possible random strings 𝑟 that 𝑅 maps 𝑥, 𝑟 correctly (that is, 𝑥, 𝑟 is
mapped to an instance of 𝐿′ if and only if 𝑥 ∈ 𝐿) is at least 1 − 𝑝. The case of a
bitwise reduction, in which the reduction maps each 𝑥 to a single MCSP instance but
each bit 𝑖 is printed correctly with probability 1 − 𝑝, can be reduced to the above definition by running the reduction 𝑂(log ℓ) times and taking the majority bit. Since ℓ is
6

Dhiraj Holden and Chris Umans (personal communication) proved independently that there is
no TIME(poly(log 𝑛)) reduction from SAT to MCSP unless NEXP ⊂ Σ2 P.
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polynomial in |𝑥| this only adds a logarithmic factor to the run time of the algorithm.
Furthermore, for any value of 𝑟 the probability that there is an 𝑖 such that 𝑅(𝑥, 𝑟, 𝑖)
maps to the wrong bit is constant by a union bound, which means that most random
strings will print the correct bit for all values of 𝑖.
Under this definition of randomized local reductions, the theorem generalizes for
slightly smaller polynomial time:
Theorem 1.2.2 For every 𝛿 < 1/5, there is no TIME(𝑛𝛿 ) randomized reduction from
PARITY to MCSP.

Hardness Under Stronger Reducibilities. For stronger reducibility notions
than sub-polynomial time, we do not yet have unconditional non-hardness results for
MCSP. (Of course, a proof that MCSP is not NP-complete under poly-time reductions would immediately imply P ̸= NP.) Nevertheless, we can still prove interesting
complexity consequences assuming the NP-hardness of MCSP under these sorts of
reductions.
Theorem 1.2.3 If MCSP is NP-hard under polynomial-time reductions, then EXP ̸=
NP ∩ P/𝑝𝑜𝑙𝑦 . Consequently, EXP ̸= ZPP.
Corollary 1.2.1 If MCSP is NP-hard under logspace reductions, then PSPACE ̸=
ZPP.
Theorem 1.2.4 If MCSP is NP-hard under logtime-uniform AC0 reductions, then
NP ̸⊂ P/poly and E ̸⊂ i.o.-SIZE(2𝛿𝑛 ) for some 𝛿 > 0. As a consequence, P = BPP also
follows.
That is, the difficulty of computing circuit complexity would imply lower bounds,
even in the most general setting (there are no restrictions on the polynomial-time
reductions here, in contrast with Kabanets and Cai [KC00]). We conjecture that the
consequence of Theorem 1.2.3 can be strengthened to EXP ̸⊂ P/𝑝𝑜𝑙𝑦 , and that MCSP
is (unconditionally) not NP-hard under uniform AC0 reductions.
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Σ2 𝑃 -Hardness for Nondeterministic MCSP Implies Circuit Lower Bounds.
Intuitively, the difficulty of solving MCSP via uniform algorithms should be related
to circuit lower bounds against functions defined by uniform algorithms. That is, our
intuition is that “MCSP is NP-complete” (under polynomial time reductions) implies
circuit lower bounds. We have not yet shown a result like this (but come close with
EXP ̸= ZPP in Theorem 1.2.3). However, we can show that Σ2 P-completeness for the
nondeterministic version of MCSP would imply EXP ̸⊂ P/𝑝𝑜𝑙𝑦 .
In the Nondeterministic Minimum Circuit Size Problem (NMCSP), we are given
⟨𝑇, 𝑘⟩ as in MCSP, but now we want to know if 𝑇 denotes a Boolean function with
nondeterministic circuit complexity at most 𝑘. It is easy to see that NMCSP is
in Σ2 P: nondeterministically guess a circuit 𝐶 with a “main” input and “auxiliary”
input, nondeterministically evaluate 𝐶 on all 2ℓ inputs 𝑥 for which 𝑇 (𝑥) = 1, then
universally verify on all 2ℓ inputs 𝑦 satisfying 𝑇 (𝑦) = 0 that no auxiliary input makes
𝐶 output 1 on 𝑦.
We can show that if NMCSP is hard even for Merlin-Arthur games, then circuit
lower bounds follow.
Theorem 1.2.5 If NMCSP is MA-hard under polynomial-time reductions,
then EXP ̸⊂ P/poly .
Vinodchandran [Vin05] studied NMCSP for strong nondeterministic circuits, showing that a “natural” reduction from SAT or Graph Isomorphism to this problem would
have several interesting implications.

1.3

Uniform Circuit Lower Bounds from Easiness
Amplification

Boolean circuit complexity and machine-based computation are nicely bridged by the
notion of uniform circuits. These are circuit families where any particular circuit in
the family can be efficiently generated on demand, by an algorithm consuming few
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resources. The extremely uniform models, such as LOGTIME-uniform circuits, are the
closest to machine-based computation: any particular wire or gate of a circuit 𝐶𝑛 in
the family can be computed in time only 𝑂(log 𝑛), proportional to the sizes of pointers
to the wires/gates. It is well-known that the measures of “LOGTIME-uniform circuit
size” and “time” coincide up to polylogarithmic factors [PF79], hence 𝑛1.002 time is not
in LOGTIME-uniform SIZE[𝑛1.001 ], by the time hierarchy theorem [HS65, Žák83].7 On
the other end of the uniformity spectrum, non-uniform circuits require no computable
bounds on generating circuits, and far less is known: for example, no functions in huge
classes like TIME[2𝑂(𝑛) ]𝑆𝐴𝑇 are known to require even 4𝑛-size non-uniform circuits,
although a little progress has recently been made on this front [FGHK15].
A few years ago, some progress was made in the study of so-called “mediumuniform” notions, where the complexity of generating a circuit is neither extremely
simple nor completely non-uniform, e.g., LOGSPACE, P, and PNP -uniformity. The
problem of proving that P does not have linear-size circuits is infamously hard, and
infamously open. Santhanam and Williams [SW13] proved that for some 𝑘, there is
a problem in TIME[𝑛𝑘 ] that is not computable with P-uniform linear-size circuits;
that is, they proved P ̸⊂ P-uniform SIZE[𝑂(𝑛)].8 This result is significant in that it
gives a super-polynomial time lower bound on generating linear-size circuits for some
problem in P. (Of course, it is believed there are problems in P that lack linear-size
circuits constructible in even exponential time.) Their techniques led to similar results for LOGSPACE-uniform branching programs, and lower bounds for NP versus
PNP
|| -uniform linear size circuits.
A drawback of the lower bound method of Santhanam and Williams is its extreme
non-constructivity: their method is a (very) indirect diagonalization argument. No
particular problem in 𝑛𝑘 time is known to exhibit the circuit size lower bound, and
in fact no explicit bound on 𝑘 is obtained by the proof. That is, we cannot point
7

As is standard, the notation 𝒞-uniform SIZE[𝑠(𝑛)] (informally) denotes the class of problems
computable by a circuit family {𝐶𝑛 } of 𝑠(𝑛)-size such that the descriptions of 𝐶𝑛 is computable in
𝒞. The choice of what is a “description” can vary, and the results of this thesis do not depend on
these choices. See Chapter 2 for formal definitions.
8
In fact, they proved the stronger result that for every 𝑐, there is a 𝑘𝑐 and a problem in TIME[𝑛𝑘𝑐 ]
that does not have P-uniform 𝑛𝑐 -size circuits.
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to any problem in P for which the lower bound holds, nor can we even point to an
upper bound on the time complexity of such a problem. In fact this non-constructive
phenomenon holds for all lower bounds in their work. This is a frustrating state of
affairs: proving that an explicit problem in (say) 𝑛2 time does not have linear-size
circuits constructible in P would likely point in some direction towards proving a
non-uniform lower bound, perhaps for a larger class such as E = TIME[2𝑂(𝑛) ].

Our Results
In this thesis, we extend the lower bound techniques of Santhanam and Williams in
new directions. We introduce a new non-relativizing method for exploiting the weakness of small-space computations, and for “amplifying” assumptions on the circuit
complexity of easy problems. Using this method, we identify natural circuit composition problems which can easily be solved in P, yet we can prove LOGSPACE-uniform
circuit lower bounds for computing them.
Definition 1.3.1 In the 𝑘(𝑛)-IO Circuit 𝑡-Composition problem, we are given
a Boolean circuit 𝐶 over AND/OR/NOT of size 𝑛 with 𝑘(𝑛) inputs and 𝑘(𝑛) outputs, an input 𝑥 ∈ {0, 1}𝑘(𝑛) , and integer 𝑡 ≥ 1. The task is to output 𝐶 𝑡 (𝑥) :=
(𝐶 ∘ · · · ∘ 𝐶)(𝑥), i.e., 𝐶 composed for 𝑡 times on the input 𝑥.
⏟
⏞
𝑡

𝑘(𝑛)-IO Circuit 𝑡-Composition can also be expressed as a decision problem by
including an index 𝑖 = 1, . . . , 𝑘(𝑛) as input, and outputting the 𝑖th bit of 𝐶 𝑡 (𝑥).
When 𝑘(𝑛) = 𝑛𝑜(1) , we simply call the problem Circuit 𝑡-Composition.
˜ · 𝑡)
Observe that 𝑘(𝑛)-IO Circuit 𝑡-Composition can be easily solved in 𝑂(𝑛
˜
time and 𝑂(𝑛)
space, by straightforward simulation of the given size-𝑛 circuit for 𝑡
times.9
The circuit composition problem defined above is sequential “chain” of circuit evaluations. A more general version of the composition problem, which we call General Circuit 𝑡-Composition (defined in the Preliminaries), allows us to connect
9

˜
As standard, we let 𝑂(𝑡(𝑛))
denote 𝑡(𝑛) · (log 𝑡(𝑛))𝑐 for an unspecified constant 𝑐 > 0.
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multiple inputs and outputs of a given circuit in a more liberal fashion; Circuit
𝑡-Composition is a special case of it. General Circuit 𝑡-Composition is also
˜ · 𝑡) time; it also requires Ω̃(𝑛 · 𝑡) time to be solved.10
solvable in 𝑂(𝑛

LOGSPACE-Uniform Circuit Lower Bounds. First, we prove circuit lower
bounds for generically composing 𝑛𝜀 copies of a circuit:
Theorem 1.3.1 For all 𝜀 ∈ (0, 1), General Circuit 𝑛𝜀 -Composition does not
have 𝑛1+𝑜(1) -size circuits constructible in logarithmic space.
It is well-known that 𝑡 time does have LOGTIME-uniform 𝑂(𝑡 log 𝑡)-size circuits
[PF79], and does not have LOGTIME-uniform 𝑂(𝑡/ log3 𝑡)-size circuits, by the time hierarchy theorem [HS65, HS66]. Theorem 1.3.1 is a significantly stronger lower bound,
1010

showing that arbitrary logarithmic space preprocessing (running in, say, 𝑛10

time)

is not enough to reduce the resources needed to simulate Circuit 𝑛𝜀 -Composition
˜ 1+𝜀 ). That is, LOGSPACE-uniform circuits cannot be made
slightly faster than 𝑂(𝑛
noticeably smaller than the time-bounded computations they may simulate, in general.
Theorem 1.3.1 is interesting because there are few non-trivial lower bounds known
against LOGSPACE, even as a uniformity condition. For random-access models, it
is known that SAT is not solvable in (simultaneous) 𝑛1.8 time and 𝑛𝑜(1) space, but
there are concrete limitations on known proof methods [FLvMV05, Wil08, BW15].
Slightly non-linear time lower bounds (for 𝑛1−Ω(1) space) are known for some functions in P [Ajt99, BSSV03]. Fortnow [For00] proved (along with follow-up work by
[AKR+ 01, VM07]) that SAT does not have LOGSPACE-uniform 𝑛1+𝑜(1) -size 𝑂(log 𝑛)depth circuits.

Santhanam and Williams [SW13] proved there is a language in

LOGSPACE which does not have LOGSPACE-uniform branching programs of 𝑂(𝑛𝑘 )
size for every 𝑘, but (as mentioned earlier) the argument yields no explicit language
and no explicit resource bounds on the language. (On the other hand, small branching
programs seem to be a much weaker model than small 𝑂(log 𝑛)-depth circuits.)
10

We let Ω̃(𝑠(𝑛)) denote 𝑠(𝑛)/(log 𝑠(𝑛))𝑐 for a constant 𝑐 > 0.

24

Turning to the more restricted model of polylog-depth circuits, we can obtain
stronger lower bounds than prior work. Informally, the problem 𝑑(𝑛)-Depth Circuit 𝑡-Composition is analogous to Circuit 𝑡-Composition, except we are restricted to circuits of 𝑑(𝑛) depth and 𝑑(𝑛) input/output bits. 𝑑(𝑛)-Depth Circuit
𝑡-Composition can be solved in 𝑛 · 𝑡 time (like Circuit 𝑡-Composition) or in 𝑑(𝑛)
space.11
Theorem 1.3.2 For every 𝜀 ∈ (0, 1), 𝑐 ≥ 1, 𝑑 ∈ (1, 2), and 𝑑′ < 𝑑, the problem
′

(log 𝑛)𝑑 -Depth Circuit 𝑛𝜀 -Composition does not have SPACE[(log 𝑛)𝑑 ]-uniform
′

circuits of 𝑛 · (log 𝑛)𝑐 size and 𝑂((log 𝑛)𝑑 ) depth.12
In other words, we have a problem in TIME[𝑛1+𝜀 ] ∩ SPACE[log2−𝜀/2 ] that does
1−𝜀
˜
not have 𝑂(𝑛)-size
𝑂(log2−𝜀 𝑛)-depth circuits constructible in 𝑛𝑂(log 𝑛) time and

𝑂(log2−𝜀 𝑛) space, for every 𝜀 ∈ (0, 1). Theorem 1.3.2 is a significant advance over
prior work in the area, which could only prove analogous lower bounds against NPhard and coNP-hard problems such as 𝑆𝑎𝑡 and 𝑆𝑎𝑡 [For00, AKR+ 01], or against
non-explicitly given problems in NC [SW13]. We stress that 𝑂(𝑛)-size 𝑂(log 𝑛)-depth
lower bounds are in general far more difficult to reason about than one might think:
it is open whether every language in NTIME[2𝑛 ] has non-uniform 𝑂(𝑛)-size 𝑂(log 𝑛)depth circuits.

“Easiness Amplification” for Small Circuits. While the problem of proving
P does not have 𝑂(𝑛)-size circuits is notoriously hard, one may try assuming that
P ⊂ SIZE(𝑂(𝑛)), and record absurd conclusions that follow from it. Might we be
able to reach something so absurd that it is provably contradictory? A string of
work [Lip94, FSW09, SW13, Din15] has established consequences of this form.
11

We note that it is open whether 𝑑(𝑛)-Depth Circuit 𝑡-Composition can be solved in polynomial time and 𝑑(𝑛)𝑐 space simultaneously for 𝑑(𝑛) > 𝜔(log 𝑛); this is the heart of the NC versus
𝑆𝐶 question [Coo79, Pip79].
12
The casual complexity theorist might initially believe that Theorem 1.3.2 follows immediately
from the space hierarchy [SHL65a]. It does not: recall the problem (log 𝑛)2−𝑜(1) -Depth Circuit
𝑛𝜀 -Composition being lower-bounded is solvable in 𝑛1+𝜀 time, yet we are proving nearly-quadratic
space lower bounds for constructing nearly-quadratic depth circuits for it.
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The key to the above lower bounds is a powerful new tool in this direction. We show
how small circuits for these composition problems imply small circuits for many more
(presumably harder) problems. Let TISP[𝑡(𝑛), 𝑠(𝑛)] denote the class of languages
decidable in 𝑡(𝑛) time and 𝑠(𝑛) space (simultaneously). Our generic lemma is:
˜
Lemma 1.3.1 (Easiness Amplification) Let 𝜖 > 0 and let 𝑠(𝑛) ≤ 𝑂(𝑛).
˜
∙ If 𝑠(𝑛)-IO Circuit 𝑛𝜀 -Composition has 𝑂(𝑛)
size circuits, then every problem in TISP[𝑛𝑘(𝑛) , 𝑠(𝑛)] has 𝑛 · (log 𝑛)𝑂(𝑘(𝑛)/𝜖) size circuits, for all constructible
functions 𝑘(𝑛) ≤ 𝑂(log 𝑛/ log log 𝑛).13
∙ If 𝑠(𝑛)-IO Circuit 𝑛𝜀 -Composition has 𝑛1+𝑜(1) size circuits, then for every
constant 𝑘 ≥ 1, every problem in TISP[𝑛𝑘 , 𝑠(𝑛)] has 𝑛1+𝑜(1) -size circuits.
For example, if the 𝑛1+𝜀 -time circuit composition problem (which is in 𝑛1+𝜀 time
˜
˜
and 𝑂(𝑠(𝑛))
space) had 𝑂(𝑛)-size
circuits, then every problem in 𝑛𝑜(log 𝑛/ log log 𝑛) time
˜
and 𝑂(𝑛)
space has 𝑛1+𝑜(1) size circuits. That is, from a modest speed-up of the circuit
composition problem with non-uniform circuits, one obtains an incredible non-uniform
simulation of a much larger complexity class. The following is immediate:
˜
Corollary 1.3.1 If 𝑛-IO Circuit 𝑛𝜀 -Composition has 𝑂(𝑛)
size circuits, then
˜
TISP[𝑛(log 𝑛)/ log log 𝑛 , 𝑂(𝑛)]
⊆ SIZE[𝑂(𝑛2 )]. By a standard padding argument, we also
√

have TISP[2𝑛 , 22

𝑛 log 𝑛

√

] ⊆ SIZE[22

𝑛 log 𝑛

· poly(𝑛)].

That is, nearly-linear size circuits for circuit composition yields quadratic-size circuits for some problems that are only known to be solvable in super-polynomial time,
such as finding a clique of size 𝑂(log 𝑛/ log log 𝑛). The second part of Corollary 1.3.1
˜
shows that, from a small improvement (𝑂(𝑛))
on the circuit complexity of a problem
solvable in nearly-linear time (𝑛1+𝜀 ), we obtain truly subexponential circuit upper
√

bounds on all problems solvable in 2𝑛 time and 2
13

𝑛

space. For example, the quan-

As is usual in machine-based complexity theory, one has to worry about whether the “arbitrary”
functions under consideration are constructible within the resource bounds of the corresponding
complexity classes. Throughout this thesis, we say that a function is simply “constructible” when it
satisfies precisely that condition.
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√

tified Boolean formula problem on formulas of 𝑘 variables and 2
√
𝑂( 𝑘 log 𝑘)

would have a circuit family of 2

𝑘 log 𝑘

· poly(𝑘) size

size.

Previously, it was only known that P ⊂ SIZE[𝑂(𝑛)] =⇒ TIME[2𝑂(𝑛) ] ⊂ SIZE[2𝑜(𝑛) ]
(by a simple padding argument).
It is interesting to contrast the circuit upper bound consequences of Corollary 1.3.1
with the fact that P ⊂ SIZE[𝑂(𝑛)] also implies the negative consequence P ̸= NP
[Lip94]. We leave open the question of whether P ⊂ SIZE[𝑂(𝑛)] yields even stronger
circuit constructions for PSPACE problems.

A Stronger Uniform Lower Bound for SAT. The above lower bounds hold
for computations that are hard for super-linear time. We can extend several of our
results to the SAT problem. We show that SAT requires superlogarithmic-space
˜
uniform circuits of 𝑂(𝑛)
size and nearly log2 𝑛 depth:
Theorem 1.3.3 For all 𝑑 < 2, and all 𝑐 ≥ 1,
𝑆𝑎𝑡 ̸∈ SPACE[log𝑑 𝑛]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)𝑐 , (log 𝑛)𝑑 ].
This is a considerable improvement over previous uniform circuit lower bounds
for SAT, which could only prove 𝑂(log 𝑛)-depth limitations (for bounded fan-in and
“semi-unbounded” fan-in models). Our argument applies the machinery of typical
“alternation-trading proofs” for SAT lower bounds [For00, FLvMV05, Wil08]; a key
difference is that we use the assumed SAT circuits to obtain a contradiction to the
space hierarchy theorem, rather than a time hierarchy. This alternate approach leads
to stronger results.
Finally, we note that the easiness amplification of Lemma 1.3.1 also holds for 𝑆𝑎𝑡:
Theorem 1.3.4 Let 𝑘(𝑛) ≤ 𝑂(log 𝑛/ log log 𝑛) be such that 𝑛1/𝑘(𝑛) is constructible.
2

If SAT has 𝑂(𝑛1+1/𝑘(𝑛) )-size circuits, then TISP[𝑛2 , 𝑛𝑜(1) ] ⊆ SIZE[𝑛(1+1/𝑘(𝑛)) ], and
TISP[𝑛𝑘(𝑛) , 𝑛𝑜(1) ] ⊆ SIZE[𝑛𝑂(1) ].
√

˜
˜
One corollary is that if SAT had 𝑂(𝑛)-size
circuits, then QBF would have 2𝑂(

𝑛)

-

size circuits. This is a new connection between the relative circuit complexity of NP
27

and PSPACE problems. The proof of this theorem can be found in Appendix 5.5.1.
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Chapter 2
Preliminaries
In this chapter, we introduce basic notation and concepts that will be employed in
this thesis.

Basics. All languages/functions are over {0, 1}, and all logarithms are base-2 with
ceilings as appropriate. We assume knowledge of basic complexity theory [AB09] such
as circuit families computing a language, and complexity classes such as EXP, NEXP,
ACC, etc. Here are a few (perhaps) non-standard notions we use. For a function
˜
𝑠 : N → N, poly(𝑠(𝑛)) is shorthand for 𝑂(𝑠(𝑛)𝑐 ) for some constant 𝑐, and 𝑂(𝑠(𝑛))
is
shorthand for 𝑠(𝑛) · poly(log 𝑛).

Machine model. The machine model used in our results may be any model with
random access to the input via addressing, such as a random-access Turing machine.
The main component we want is that the “address” of the bit/symbol/word being
read at any step is stored as a readable and writable binary integer.
We use advice classes: for a deterministic or nondeterministic class 𝒞 and a function
𝑎(𝑛), 𝒞/𝑎(𝑛) is the class of languages 𝐿 such that there is an 𝐿′ ∈ 𝒞 and an arbitrary
function 𝑓 : N → {0, 1}⋆ with |𝑓 (𝑛)| ≤ 𝑎(𝑛) for all 𝑥, such that 𝐿 = {𝑥 | (𝑥, 𝑓 (|𝑥|)) ∈
𝐿′ }. That is, the arbitrary advice string 𝑓 (𝑛) can be used to solve all 𝑛-bit instances
within class 𝒞.
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In our MA lower bound, we need to show that some protocol “satisfies the MA
promise” on all inputs:

Definition 2.0.1 We say that a Merlin-Arthur protocol 𝑃 satisfies the MA promise
on length ℓ if for all 𝑥 ∈ {0, 1}ℓ , either there is a Merlin message such that Arthur
accepts 𝑥 with probability at least 2/3, or for all Merlin messages, Arthur rejects 𝑥
with probability at least 2/3. In other words, 𝑃 satisfies the MA promise on length ℓ
if it obeys the usual semantics of an MA language on all inputs of that length.

Truth tables Let 𝑦1 , . . . , 𝑦2ℓ ∈ {0, 1}ℓ be the list of 𝑘-bit strings in lexicographic
order. Given 𝑓 : {0, 1}ℓ → {0, 1}, the truth table of 𝑓 is defined to be 𝑡𝑡(𝑓 ) :=
𝑓 (𝑦1 )𝑓 (𝑦2 ) · · · 𝑓 (𝑦2ℓ ).
The truth table of a circuit is the truth table of the function it computes. Let
𝑇 ∈ {0, 1}⋆ . The function encoded by 𝑇 , denoted as 𝑓𝑇 , is the function satisfying
𝑘 −|𝑇 |−1

𝑡𝑡(𝑓𝑇 ) = 𝑇 102

, where 𝑘 is the minimum integer satisfying 2𝑘 ≥ 𝑇 + 1. The

circuit complexity of 𝑇 , denoted as 𝐶𝐶(𝑇 ), is simply the minimum number of gates
of any circuit computing 𝑓𝑇 .

A remark on sub-polynomial reductions. In Definition 1.2.1 we defined subpolynomial time reductions to output out-of-bounds characters which denote the end
of an output string. We could also have defined our reductions to output a string of
length 2⌈𝑐 log2 𝑛⌉ on an input of length 𝑛, for some fixed constant 𝑐 ≥ 1. This makes
it easy for the reduction to know the “end” of the output. We can still compute the
length ℓ of the output in 𝑂(log ℓ) time via Definition 1.2.1, by performing a doubling
search on the indices 𝑖 to find one ⋆ (trying the indices 1, 2, 4, 8, etc.), then performing
a binary search for the first ⋆. The results given hold for either reduction model (but
the encoding of MCSP may have to vary in trivial ways, depending on the reduction
notion used).
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Space Bounded Computations
Definition 2.0.2 A language 𝐿 is in the class TISP[𝑡(𝑛), 𝑠(𝑛)] if it can be decided in
𝑂(𝑡(𝑛)) time and 𝑂(𝑠(𝑛)) space simultaneously.
Many results we obtain stem from composing circuits that simulate space-bounded
computations. The following notion is useful:
Definition 2.0.3 Fix a machine 𝑀 , and a string 𝑥 ∈ {0, 1}𝑛 . The simulation machine 𝑆𝑖𝑚𝑡(𝑛) takes a configuration 𝑐, and an index bit 𝑖, simulates 𝑀 (𝑥) from configuration 𝑐 for 𝑡(𝑛) steps, then outputs the 𝑖th bit of the resulting configuration 𝑐′ .

A Structured PSPACE-Complete Problem. A fundamental result used often in the theory of pseudorandomness (modifying a construction of Trevisan and
Vadhan [TV02, San07]) is that there is a PSPACE-complete language with strong
reducibility properties. First, we define the properties.
Definition 2.0.4 A language 𝐿 ⊆ {0, 1}⋆ is downward self-reducible if there is a
(deterministic) polynomial-time oracle algorithm 𝐴? such that for all 𝑛 and all 𝑥 ∈
𝑛−1

{0, 1}𝑛 , 𝐴𝐿

(𝑥) = 𝐿(𝑥).

Theorem 2.0.1 ([San07]) There is a PSPACE-complete language 𝐿PSPACE which is
paddable, downward self-reducible, and furthermore is “checkable” in that there is a
probabilistic polynomial-time oracle Turing machine 𝑀 so that, for any input 𝑥,
∙ 𝑀 asks its oracle queries only of length |𝑥|.
∙ if 𝑀 is given 𝐿PSPACE as oracle and 𝑥 ∈ 𝐿, then 𝑀 accepts with probability 1.
∙ if 𝑥 ̸∈ 𝐿PSPACE , then irrespective of the oracle given to 𝑀 , 𝑀 rejects with probability at least 2/3.
Note that Santhanam proves the existence of the probabilistic polynomial-time
“checker” 𝑀 , and that 𝐿PSPACE is PSPACE-complete; we also note in the below proof
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that his language is paddable and downward self-reducible. All four of these properties
of 𝐿PSPACE will be used in our argument.
Proof.

We simply verify that the language given by Santhanam [San07] has the

additional desired properties. Let 𝐿PSPACE = {1𝑖 | 𝑖 ≥ 0} ∪ {1𝑖 0𝑥 | 𝑥 ∈ 𝑆 and 𝑖 ≥ 0},
where 𝑆 is the PSPACE-complete language of Trevisan and Vadhan [TV02] which
is downward self-reducible and “self-correctable” (which we do not define here). By
definition, it is clear that for any amount of padding 𝑚, 1𝑚 𝑥 ∈ 𝐿PSPACE ⇐⇒ 𝑥 ∈
𝐿PSPACE . To construct a downward self-reduction 𝐴 for 𝐿PSPACE , we can make use of
the downward self-reduction 𝐴0 for the language 𝑆:

𝐴: On input 𝑦, parse 𝑦 = 1𝑚 0𝑥. If 𝑚 > 0, accept iff 1𝑚−1 0𝑥 ∈ 𝐿PSPACE .
If 𝑚 = 0, run the downward self-reduction 𝐴0 on 𝑥.
For every query 𝑥′ for 𝑆 made by 𝐴0 , query 0𝑥′ ∈ 𝐿PSPACE instead.
Accept if and only if 𝐴0 accepts on 𝑥.

Observe 𝐴 is a downward self-reduction for 𝐿PSPACE : Either 𝑦 has some amount of
1-padding at the beginning, or it has no 1-padding. In the first case, 𝐿PSPACE can be
quickly solved with one oracle query (remove a 1). In the second case, the downward
self-reduction for 𝑆 can be used. Since 𝑥 has length |𝑦| − 1, all of the queries 𝑥′ made
by 𝐴0 are of length |𝑦| − 2, so 0𝑥′ is a query to 𝐿PSPACE of length |𝑦| − 1.



Circuit Models
For a language, 𝐿, define 𝐿𝑛 = 𝐿

⋂︀

{0, 1}𝑛 to be the strings in 𝐿 of length 𝑛.

𝐿 is in SIZE[𝑠(𝑛)] if for every 𝑛 ≥ 0, there exists a circuit with at most 𝑠(𝑛) gates
that computes 𝐿𝑛 . 𝐿 is in DEPTH[𝑑(𝑛)] if for every 𝑛 ≥ 0 there exists a circuit
that computes 𝐿𝑛 such that the longest path from source to sink in this circuit has
length at most 𝑑(𝑛). 𝐿 is in SIZE-DEPTH[𝑠(𝑛), 𝑑(𝑛)] if for every 𝑛 ≥ 0 there exists a
circuit with at most 𝑠(𝑛) gates that computes 𝐿𝑛 such that the longest path in the
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circuit is has length at most 𝑑(𝑛). For example, the class NC1 can be rewritten as
SIZE-DEPTH[𝑛𝑂(1) , 𝑂(log 𝑛)]. When we refer to a “typical” circuit class (AC0 , ACC,
TC0 , NC1 , NC, or P/poly), we assume the underlying circuit families are non-uniform
and of polynomial-size, unless otherwise specified.
We will often take as given that any 𝑂(𝑡(𝑛))-time algorithm can be converted (in
𝑂(𝑡(𝑛)2 ) time) into an equivalent circuit family of size at most 𝑡(𝑛)2 , for all but finitely
many 𝑛. (Different circuit conversions would only affect the constant factors in our
arguments.)
˜
Naively, for machines 𝑀 running in space 𝑠(𝑛), 𝑆𝑖𝑚𝑡(𝑛) has circuits of size 𝑂(𝑡(𝑛)
·
𝑠(𝑛)). In our amplification lemma (Lemma 1.3.1), we construct much more efficient
circuits, assuming circuit composition has small circuits.
In some of our results, we apply the well-known PARITY lower bound of Håstad:
Theorem 2.0.2 (Håstad [Hås86]) For every 𝑘 ≥ 2, PARITY cannot be computed
1/(𝑘−1)
).
by circuits with AND, OR, and NOT gates of depth 𝑘 and size 2𝑜(𝑛

Typical Circuit Classes. In general, a Boolean circuit class 𝒞 is a collection of
descriptions of Boolean functions. 𝒞 is evaluatable if given a description of a 𝐶 from
𝒞 and given an 0/1 assignment 𝑎 to some (but not necessarily all) of the inputs, the
sub-circuit 𝐶(𝑎) can be determined in polynomial time. Say that a class of Boolean
circuits 𝒞 is closed under negation if there is a poly(𝑛)-time algorithm 𝐴 such that,
given any 𝑛-bit description of a circuit 𝐶 from 𝒞, 𝐴 outputs a description of ¬𝐶. 𝒞 is
closed under conjunctions if there is a poly(𝑛)-time algorithm 𝐴 such that, given the
descriptions of 𝑛 circuits 𝐶1 , 𝐶2 , . . . , 𝐶𝑛 , each on 𝑛 inputs from 𝒞, algorithm 𝐴 outputs
a circuit 𝐶 ′ (𝑥1 , . . . , 𝑥𝑛 ) ≡ 𝐶1 (𝑥1 , . . . , 𝑥𝑛 ) ∧ · · · ∧ 𝐶𝑛 (𝑥1 , . . . , 𝑥𝑛 ). Any 𝒞 satisfying all
three properties is called typical.

A simple lemma on the circuit complexity of substrings. We also use the
fact that for any string 𝑇 , the circuit complexity of an arbitrary substring of 𝑇 can
be bounded via the circuit complexity of 𝑇 .
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Lemma 2.0.1 ([Wil16]) There is a universal 𝑐 ≥ 1 such that for any binary string
𝑇 and any substring 𝑆 of 𝑇 , 𝐶𝐶(𝑓𝑆 ) ≤ 𝐶𝐶(𝑓𝑇 ) + 𝑐 log |𝑇 |.
Proof.

Let 𝑐′ be sufficiently large in the following. Let 𝑘 be the minimum integer
𝑘 −|𝑇 |

satisfying 2𝑘 ≥ |𝑇 |, so the Boolean function 𝑓𝑇 representing 𝑇 has truth table 𝑇 02

.

2𝑘

Suppose 𝐶 is a size-𝑠 circuit for 𝑓𝑇 . Let 𝑆 be a substring of 𝑇 = 𝑡1 · · · 𝑡2𝑘 ∈ {0, 1} ,
and let 𝐴, 𝐵 ∈ {1, . . . , 2𝑘 } be such that 𝑆 = 𝑡𝐴 · · · 𝑡𝐵 . Let ℓ ≤ 𝑘 be a minimum integer
which satisfies 2ℓ ≥ 𝐵 − 𝐴. We wish to construct a small circuit 𝐷 with ℓ inputs and
ℓ −(𝐵−𝐴)

truth table 𝑆02

. Let 𝑥1 , . . . , 𝑥2ℓ be the ℓ-bit strings in lexicographic order. Our

circuit 𝐷 on input 𝑥𝑖 first computes 𝑖 + 𝐴; if 𝑖 + 𝐴 ≤ 𝐵 − 𝐴 then 𝐷 outputs 𝐶(𝑥𝑖+𝐴 ),
otherwise 𝐷 outputs 0. Note there are circuits of 𝑐′ · 𝑛 size for addition of two 𝑛-bit
numbers (this is folklore). Therefore in size at most 𝑐′ · 𝑘 we can, given input 𝑥𝑖 of
length ℓ, output 𝑖 + 𝐴. Determining if 𝑖 + 𝐴 ≤ 𝐵 − 𝐴 can be done with (𝑐′ · ℓ)-size
circuits. Therefore 𝐷 can be implemented as a circuit of size at most 𝑠 + 𝑐′ (𝑘 + ℓ + 1).
To complete the proof, let 𝑐 ≥ 3𝑐′ .



Uniformity In the following, let 𝒞 be any time or space complexity class (such
as TIME[𝑛2 ], P, SPACE[log2 𝑛], etc.). For a circuit 𝐶, let |𝐶| be the length of its
description in binary.
Definition 2.0.5 A 𝒞-uniform circuit family {𝐶𝑛 } has the property that there is an
algorithm 𝐴 implementable in 𝒞, such that for every 𝑛, 𝐴(1𝑛 ) prints the |𝐶𝑛 |-length
description of 𝐶𝑛 in binary.1
For example, a P-uniform circuit family comes with a polynomial-time algorithm
𝐴 which on 1𝑛 prints the 𝑛th circuit in the family.
The following observation is useful in our super-logarithmic depth lower bounds:
Proposition 2 SPACE[𝑠(𝑛)]-uniform DEPTH[𝑠(𝑛)] ⊆ SPACE[𝑠(𝑛)].
1

Strictly speaking, as 𝒞 consists of decision problems, 𝐴 should output only one bit. This is
easily accommodated by requiring for all 𝑛 and 𝑖 = 1, . . . , |𝐶𝑛 | that 𝐴(1𝑛 , 𝑖) outputs the 𝑖th bit of
the description of 𝐶𝑛 .
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Proof.

For a circuit family {𝐶𝑛 } that is 𝑠(𝑛)-space uniform, on an 𝑛-bit input

we can always use 𝑂(𝑠(𝑛)) space to generate any gate information of the circuit 𝐶𝑛
necessary for a simulation. Because 𝐶𝑛 also has 𝑠(𝑛) depth, we only require 𝑂(𝑠(𝑛))
additional space to simulate it (for a reference, see Vollmer’s textbook [Vol99b]). 

Circuit Complexity
Circuit Complexity of Strings and Pseudorandom Generators. We will use
the following strong construction of pseudorandom generators from hard functions:
Theorem 2.0.3 (Umans [Uma03]) There is a universal constant 𝑔 and a function
𝐺 : {0, 1}⋆ × {0, 1}⋆ → {0, 1}⋆ such that, for all 𝑠 and 𝑌 satisfying 𝐶𝐶(𝑌 ) ≥ 𝑠𝑔 , and
for all circuits 𝐶 of size 𝑠,
⃒
⃒
⃒
⃒
⃒
⃒ < 1/𝑠.
Pr
[𝐶(𝐺(𝑌,
𝑥))
=
1]
−
Pr
[𝐶(𝑥)
=
1]
⃒𝑥∈{0,1}𝑔 log |𝑌 |
⃒
𝑥∈{0,1}𝑠
Furthermore, 𝐺 is computable in poly(|𝑌 |) time.

Witness Circuits. We formally define the terminology behind “witness circuits”
(also found in [Wil10, Wil16, Wil11]).
Definition 2.0.6 Let 𝐿 ∈ NTIME[𝑡(𝑛)] where 𝑡(𝑛) ≥ 𝑛 is constructible.
An algorithm 𝑉 (𝑥, 𝑦) is a verifier for 𝐿 if 𝑉 runs in time 𝑂(|𝑦| + 𝑡(|𝑥|)) and for all
strings 𝑥,
𝑥 ∈ 𝐿 ⇐⇒ ∃ 𝑦 of length 𝑂(𝑡(𝑛)) (a witness for 𝑥) such that 𝑉 (𝑥, 𝑦) accepts.
We denote 𝐿(𝑉 ) to be the NTIME[𝑡(𝑛)] language verified by 𝑉 .
We say 𝑉 has witness circuits of size 𝑤(𝑛) if for all strings 𝑥, if 𝑥 ∈ 𝐿(𝑉 ) then
there is a 𝑦𝑥 of length 𝑂(𝑡(𝑛)) such that 𝑉 (𝑥, 𝑦𝑥 ) accepts and 𝑦𝑥 has circuit complexity
at most 𝑤(𝑛).
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We say 𝐿 has witness circuits of size 𝑤(𝑛) if every verifier for 𝐿 has witnesses of
size 𝑤(𝑛).
NTIME[𝑡(𝑛)] has witness circuits of size 𝑤(𝑛) if every 𝐿 ∈ NTIME[𝑡(𝑛)] has witness
circuits of size 𝑤(𝑛).
Thinking of 𝑤(𝑛) ≪ 𝑡(𝑛), if a nondeterministic time-𝑡(𝑛) language 𝐿 has size-𝑤(𝑛)
witness circuits, then for every 𝑂(𝑡(𝑛))-time verifier 𝑉 for 𝐿, all 𝑥 ∈ 𝐿 have a highly
compressible witness 𝑦𝑥 with respect to 𝑉 : 𝑦𝑥 is a string of length 𝑡(𝑛), but as a truth
table, it has a circuit of size at most 𝑤(𝑛).
We also need a standard almost-everywhere circuit lower bound, provable by direct
diagonalization:
Theorem 2.0.4 Let 𝑠(𝑛) < 2𝑛 /(2𝑛) be space-constructible. There is a language
𝐿𝑑𝑖𝑎𝑔 ∈ SPACE[𝑠(𝑛)2 ] that does not have 𝑠(𝑛)-size circuits for all but finitely many
input lengths 𝑛.
Proof. Folklore. On an input of length 𝑛, using 𝑂(𝑠(𝑛)2 ) space one can exhaustively
try all Boolean functions 𝑓 : {0, 1}2 log(𝑠(𝑛)) → {0, 1} and circuits of size 𝑠(𝑛), until
one finds the lexicographically first function 𝑓𝑛 , represented as a bit string of length
22 log(𝑠(𝑛)) ≤ 𝑂(𝑠(𝑛)2 ), that is not computable by any circuit of size 𝑠(𝑛). Then the
padded language
𝐿𝑑𝑖𝑎𝑔 =

⋃︁

{1𝑛−1−2 log(𝑠(𝑛)) 0𝑥 | |𝑥| = 2 log(𝑠(𝑛)) ∧ 𝑓𝑛 (𝑥) = 1}

𝑛∈N

does not have 𝑠(𝑛)-size circuits for all but finitely many 𝑛, but is computable in space
𝑂(𝑠(𝑛)2 ).
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Chapter 3
Non-Uniform Lower Bounds from
Faster SAT Algorithms
In this chapter, we prove our results connecting faster SAT algorithms and nonuniform circuit lower bounds. The main results are:
Reminder of Theorem 1.1.1 [NP Lower Bounds from 2(1−𝜀)𝑛 -time Circuit-SAT]
Let 𝒞 be typical, and let 𝜀 ∈ (0, 1). Suppose Gap 𝒞 Unsat on 𝑛-input, 2𝜀𝑛 -size
circuits is solvable in nondeterministic 𝑂(2(1−𝜀)𝑛 ) time. Then there is a 𝑐 ≥ 1 such
that for all 𝑘, NTIME[𝑛𝑐𝑘

4 /𝜀

] does not have 𝑛𝑘 -size 𝒞-circuits.
𝜀

Reminder of Theorem 1.1.2 [NQP Lower Bounds from 2𝑛−𝑛 -time Circuit-SAT]
𝜀

Let 𝒞 be typical, and let 𝜀 ∈ (0, 1). Suppose Gap 𝒞 Unsat on 𝑛-input, 2𝑛 -size
𝜀

circuits is in nondeterministic 𝑂(2𝑛−𝑛 ) time. Then for all 𝑘, there is a 𝑐 ≥ 1 such
that NTIME[2log

𝑐𝑘4 /𝜀

𝑛

𝑘

] does not have 2log 𝑛 -size 𝒞-circuits.

Reminder of Theorem 1.1.3 For every constant 𝑐, 𝑑, and 𝑚 ≥ 2, there is an
𝑒

𝑐

𝑒 ≥ 1 and a problem in NTIME[𝑛log 𝑛 ] which does not have depth-𝑑 𝑛log 𝑛 -size AC[𝑚]
circuits, even with 𝑛log

𝑐

𝑛

linear threshold gates at the bottom layer.

We prove these results by way of a generalized Easy Witness Lemma:
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Reminder of Lemma 1.1.2 [Easy Witnesses for NP] There is a 𝑐 ≥ 1 such that
for all 𝑘 ≥ 1, if NP ⊂ SIZE[𝑛𝑘 ] then every 𝐿 ∈ NP has witness circuits of size at most
3

𝑛𝑐𝑘 .
Reminder of Lemma 1.1.3 [Easy Witnesses for NQP] There is a 𝑐 ≥ 1 such that
𝑘

for all 𝑘 ≥ 1, if NQP ⊂ SIZE[2log 𝑛 ] then every 𝐿 ∈ NQP has witness circuits of size
2𝑐 log

𝑘3

3.1

𝑛

.

Intuition for the Results

Our proof of the easy witness lemma for NP and NQP has some similarities to the
original Impagliazzo-Kabanets-Wigderson argument [IKW02a], but makes some important modifications. Let us review their proof. For simplicity, we restrict ourselves
here to looking at poly-size circuits, but the full proof is much more general, allowing
for quasi-polynomials and even third-exponentials.

IKW’s Easy Witness Lemma. At a high level, the proof of Lemma 1.1.1 works
as follows. Assume
(A) NTIME[2𝑛 ] has circuits of size 𝑛𝑘 , and
2

(B) NTIME[2𝑛 ] does not have witness circuits of size 𝑛𝑂(𝑘 ) .
We wish to obtain a contradiction. We show that (A) and (B) contradict the
𝑘+1

theorem that there is a language 𝐿ℎ𝑎𝑟𝑑 ∈ TIME[2𝑛

] such that for all but finitely

many 𝑛, 𝐿ℎ𝑎𝑟𝑑 does not have 𝑛-input circuits of size 𝑂(𝑛)𝑘 (note this is provable by
direct diagonalization; see Theorem 2.0.4 in the Preliminaries, which shows we can
put 𝐿ℎ𝑎𝑟𝑑 in SPACE[𝑛𝑘+1 ]).
𝑘+1

Assumption (A) implies that 𝐿ℎ𝑎𝑟𝑑 ∈ TIME[2𝑛

2

] has 𝑛𝑂(𝑘 ) -size circuits, by a

standard padding argument. Building on the proof that EXP ⊂ P/poly implies EXP =
MA ([BFNW93]), that in turn implies (as noted by [MNW99]) that 𝐿ℎ𝑎𝑟𝑑 has a MerlinArthur protocol 𝑃 running in 𝑛𝑂(𝑘

2)

time.
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We can use (B) to “derandomize” the Arthur part of the Merlin-Arthur protocol
𝑃 for 𝐿ℎ𝑎𝑟𝑑 , as follows. Assumption (B) implies that for all 𝑐 ≥ 1, there is a “bad”
𝑂(2𝑛 )-time verifier 𝑉𝑐 that takes 𝑥 of length 𝑛 and 𝑦 of length 𝑂(2𝑛 ), such that for
infinitely many 𝑛𝑖 , there is a “bad” input 𝑥𝑖 of length 𝑛𝑖 such that 𝑉𝑐 (𝑥𝑖 , 𝑦𝑖 ) accepts
2

for some 𝑦𝑖 , but every 𝑦𝑖 accepted by 𝑉𝑐 (𝑥𝑖 , ·) has circuit complexity at least 𝑛𝑐𝑘 .
Thus, if we give 𝑥𝑖 as 𝑛 bits of advice, nondeterministically guess a string 𝑦𝑖 of length
𝑂(2𝑛 ), and verify 𝑉𝑐 (𝑥𝑖 , 𝑦𝑖 ) accepts, we are guaranteed 𝑦𝑖 encodes the truth table of
2

a function with circuit complexity at least 𝑛𝑐𝑘 .
Applying standard hardness-to-randomness connections, the hard function 𝑦𝑖 can
be used to power a pseudorandom generator 𝐺 with 𝑂(𝑘 2 𝑐 log 𝑛)-length seeds that
runs in 2𝑂(𝑛) time and fools circuits of size 𝑛𝑐𝑘

2 /𝑔

, for some universal 𝑔 ≥ 1. For large

enough 𝑐, we have a generator 𝐺 that can “fool” the Arthur part of the protocol 𝑃
for 𝐿ℎ𝑎𝑟𝑑 , given an input and Merlin’s message. So by guessing 𝑦𝑖 (of 𝑂(2𝑛 ) length),
guessing Merlin’s message, and running 𝐺 on all seeds, the Merlin-Arthur protocol 𝑃
can be faithfully simulated on infinitely many input lengths 𝑛𝑖 by a nondeterministic
algorithm 𝑁 , running in 2𝑂(𝑛) time, with 𝑛 bits of advice. Finally, applying (A) once
more to 𝑁 , we conclude that 𝐿ℎ𝑎𝑟𝑑 has circuits of size 𝑂(𝑛)𝑘 on infinitely many input
lengths, contradicting the definition of 𝐿ℎ𝑎𝑟𝑑 .

How to Improve IKW? A Minor Modification. Suppose we replace NTIME[2𝑛 ]
with NP or NQP in assumptions (A) and (B) in the above. What goes wrong? For
starters, we no longer have EXP = MA or PSPACE = MA as a consequence of our
assumptions, so we can no longer easily infer from our assumptions that a hard language 𝐿ℎ𝑎𝑟𝑑 has efficient Merlin-Arthur protocols! Thus it is not at all clear what
lower bound we may hope to contradict. All is not lost though. Since [IKW02a]
appeared, other circuit lower bounds have been proved, such as the celebrated result
of Santhanam [San07] that for all 𝑘, MA/1 ̸⊂ SIZE[𝑛𝑘 ]. In particular, Santhanam
([San07], Theorem 4.3) gives an explicit language 𝐿𝑘 computable by a Merlin-Arthur
2

protocol 𝑃𝑘 in 𝑛𝑂(𝑘 ) time (with 1 bit of advice) which does not have 𝑛𝑘 -size circuits.
Letting 𝑑 ≫ 𝑘 2 , and assuming NTIME[𝑛𝑑 ] does not have witness circuits of 𝑛𝑂(𝑘
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2)

size, we can derandomize 𝑃𝑘 just as in the IKW argument, by guessing-and-verifying
2

a witness of length 𝑂(𝑛𝑑 ) with circuit complexity at least 𝑛Ω(𝑘 ) . We conclude that
𝐿𝑘 is solvable in nondeterministic 𝑛𝑂(𝑑) time, with 𝑛 + 1 bits of advice, for infinitely
many input lengths. If we further assume that NTIME[𝑛𝑂(𝑑) ] has 𝑛𝑘 -size circuits,
we could then infer that 𝐿𝑘 has 𝑂(𝑛)𝑘 -size circuits for infinitely many input lengths.
Unfortunately, Santhanam’s MA/1 lower bound for 𝐿𝑘 is not known to hold in the
infinitely-often setting; his proof only rules out a 𝑛𝑘 -size circuit family computing 𝐿𝑘
on all but finitely many input lengths. However, this new argument does show that,
2

if NP has 𝑛𝑘 -size circuits, then NP also has 𝑛𝑂(𝑘 ) -size witness circuits for infinitely
many input lengths 𝑛 (because if NP did not have such witness circuits almost everywhere, then we could simulate 𝑃𝑘 nondeterministically almost everywhere with small
advice, and get the desired contradiction). Call this the “infinitely-often witness”
argument.
As far as we can tell, having witness circuits “infinitely often” is not enough for the
lower bound applications. (For one, we would need an “almost-everywhere” nondeterministic time hierarchy theorem to get the final contradiction, but it is open whether
NEXP is contained in 𝑖𝑜-NP!) We need another approach to getting a contradiction;
perhaps another type of circuit lower bound for MA would work?

Our Approach: “Almost” an Almost-Everywhere Circuit Lower Bound for
MA. Again, here we stick to polynomial-size circuits, to keep the exposition simple.
By allowing a little more advice to a Merlin-Arthur protocol, we still do not get a lower
bound for all but finitely many input lengths, but we can guarantee that MA/𝑂(log 𝑛)
has 𝑛𝑘 -size lower bounds on input lengths that are only polynomially far apart, for
all but finitely many 𝑛. In particular, we prove:
Theorem 3.1.1 (Informal) For all 𝑘, there is an explicit language 𝐿′𝑘 computable
2

by a Merlin-Arthur protocol 𝑃𝑘 in 𝑛𝑂(𝑘 ) time (with 𝑂(log 𝑛) bits of advice) such that,
for all but finitely many input lengths 𝑛, either
∙ 𝐿′𝑘 does not have an 𝑛𝑘 -size circuit on inputs of length 𝑛, or
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∙ 𝐿′𝑘 does not have an 𝑛𝑂(𝑘

2)

size circuit on inputs of length 𝑛𝑂(𝑘) .

The full formal statement can be found in Theorem 3.2.1. Our 𝐿′𝑘 is related to
Santhanam’s aforementioned MA/1 language, as they both attempt to compute a
paddable, self-correctable, and downward self-reducible PSPACE-complete language
𝐿PSPACE on padded inputs (due to Trevisan and Vadhan [TV02], with modifications
by Santhanam [San07]). Santhanam breaks his analysis into two cases, whether or
not PSPACE has polynomial-size circuits, and shows his language does not have small
circuits in either case.
Our advice and analysis are very different. At a high level, our Merlin-Arthur
protocol 𝑃𝑘 has two parts. Its advice on input length 𝑛 encodes the largest ℓ𝑛 such
2

that 𝐿PSPACE has circuits of size 𝑛𝑎𝑘 on length-ℓ𝑛 inputs for a sufficiently large 𝑎 ≥ 1,
which will indicate which part to run on an input 𝑦 of length 𝑛:
2

Part 1: If ℓ𝑛 ≥ 𝑛𝑐𝑘 , then 𝑃𝑘 guesses-and-randomly-checks a circuit of 𝑛𝑎𝑘 size with
𝑛𝑐𝑘 inputs for 𝐿PSPACE (via Theorem 2.0.1), and uses this circuit to decide if 𝑦
is in a language 𝐿𝑑𝑖𝑎𝑔 ∈ SPACE[𝑛𝑂(𝑘) ] (Theorem 2.0.4) which provably does not
have 𝑛𝑘 -size circuits for any infinite set of input lengths. (Here, we use the fact
that 𝐿PSPACE is PSPACE-complete.)
Part 2: If ℓ𝑛 < 𝑛𝑐𝑘 , then 𝑃𝑘 parses 𝑦 as a padded string 1𝑞 0𝑥. If |𝑥| + 1 > ℓ𝑛 then
𝑃𝑘 rejects, else 𝑃𝑘 tries to compute 𝐿PSPACE on 1ℓ𝑛 −|𝑥|−1 0𝑥, by guessing-and2

checking a circuit with ℓ𝑛 inputs and 𝑛𝑎𝑘 size.
(Here, 𝑐 ≤ 𝑎 is a large enough constant.) Let 𝐿′𝑘 be the language accepted by 𝑃𝑘 .
By our choice of ℓ𝑛 , 𝑃𝑘′ only guesses circuits for 𝐿PSPACE when valid ones exist, and
it uses the circuit as an oracle in Santhanam’s checker for 𝐿PSPACE . Together, these
ensure that 𝑃𝑘′ satisfies the MA promise condition on all inputs.
To prove the lower bound for 𝐿′𝑘 , suppose there is an infinite set 𝑆 ⊆ N such that
for all 𝑛 ∈ 𝑆,
(A) 𝐿′𝑘 has 𝑛𝑘 -size circuits for length-𝑛 inputs, and
2

(B) 𝐿′𝑘 has 𝑛𝑐𝑘 -size circuits for length-𝑛𝑐𝑘 inputs.
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We wish to derive a contradiction. We consider two cases:
Case 1. Suppose there is an infinite subset 𝑆 ′ ⊆ 𝑆 such that for all 𝑛 ∈ 𝑆 ′ ,
ℓ𝑛𝑐𝑘 ≥ 𝑛𝑐

2 𝑘2

. Then for all 𝑛 ∈ 𝑆 ′ , 𝑃𝑘 runs the first part of its protocol on 𝑛𝑐𝑘 -length

inputs. In particular, for all 𝑛 ∈ 𝑆 ′ , 𝑃𝑘 on 𝑦 of length 𝑛𝑐𝑘 guesses a circuit of 𝑛𝑂(𝑘

3)

2

size with 𝑛𝑂(𝑘 ) inputs for 𝐿PSPACE , verifies the circuit using randomness, then uses the
circuit to simulate 𝐿𝑑𝑖𝑎𝑔 . By definition of 𝐿𝑑𝑖𝑎𝑔 , for almost all 𝑛 ∈ 𝑆 ′ , 𝐿′𝑘 does not have
2

𝑛𝑐𝑘 -size circuits for 𝑛𝑐𝑘 -length inputs. However, note this is in direct contradiction
with (B).
2 𝑘2

Case 2. Suppose for all but finitely many 𝑛 ∈ 𝑆, ℓ𝑛𝑐𝑘 < 𝑛𝑐

. Then for almost

all 𝑛 ∈ 𝑆, the protocol 𝑃𝑘 runs the second part of its protocol on 𝑛𝑐𝑘 -length inputs:
𝑃𝑘 simulates 𝐿PSPACE on 1ℓ𝑛 −|𝑥|−1 0𝑥, provided |𝑥| + 1 ≤ ℓ𝑛 . We show how the second
part of 𝑃𝑘 , together with assumptions (A) and (B), can be used to infer that 𝐿PSPACE
2

itself has an 𝑛𝑐𝑘 -size circuit on inputs of length 𝑛𝑐𝑘 , using a “bootstrapping” kind of
argument.
In more detail, assume for some 𝑚 that 𝐿′𝑘 has an 𝑚𝑘 -size circuit on length-𝑚 input,
and that ℓ𝑚 < 𝑚𝑐𝑘 , so that the second part of 𝑃𝑘 is run on length-𝑚 inputs. We start
by observing ℓ𝑚 ≥ 1: 𝑃𝑘 can (unconditionally) guess-and-check 𝑂(1)-size circuits for
𝐿PSPACE on inputs of length 1. If 𝑃𝑘 on 𝑚-bit inputs can be used to compute 𝐿PSPACE
on ℓ-bit inputs (i.e., 𝑚𝑐𝑘 > ℓ𝑚 ≥ ℓ), then (using the assumed 𝐿′𝑘 circuit) there is
an 𝑚𝑘 -size circuit for 𝐿PSPACE on ℓ-bit inputs. By the downward self-reducibility of
𝐿PSPACE , there is also an 𝑚𝑑𝑘 -size circuit 𝐶 computing 𝐿PSPACE on (ℓ + 1)-bit inputs,
for some (fixed) 𝑑. For 𝑑 ≤ 𝑎𝑘, this circuit 𝐶 implies that ℓ𝑚 ≥ ℓ + 1. Thus the
protocol 𝑃𝑘 has enough time to guess and verify this 𝐶, and the second part of 𝑃𝑘 on
𝑚-bit inputs can also compute 𝐿PSPACE on (ℓ + 1)-bit inputs. Since 𝐿′𝑘 has a 𝑚𝑘 -size
circuit on length-𝑚 inputs, the 𝑚𝑑𝑘 -size circuit for 𝐿PSPACE on (ℓ + 1)-bit inputs can
then be replaced by an 𝑚𝑘 -size circuit(!). We can repeat this argument for lengths
ℓ = 1, . . . , 𝑚 − 1, implying that 𝐿PSPACE has 𝑚𝑘 -size circuits for input length 𝑚.
2

Therefore, in Case 2, for almost all 𝑛 ∈ 𝑆, 𝑛𝑐𝑘 -size circuits for 𝐿′𝑘 on length-𝑛𝑐𝑘
2

inputs (assumption (B)) implies that 𝐿PSPACE has an 𝑛𝑐𝑘 -size circuit for length 𝑛𝑐𝑘 .
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Since 𝑐 ≤ 𝑎, by definition of ℓ𝑛 it follows that for almost all 𝑛 ∈ 𝑆 we have ℓ𝑛 ≥ 𝑛𝑐𝑘 .
Thus the first part of 𝑃𝑘 is run on these 𝑛 ∈ 𝑆, so 𝑃𝑘 is simulating 𝐿𝑑𝑖𝑎𝑔 on almost
all inputs of length 𝑛 ∈ 𝑆. By definition of 𝐿𝑑𝑖𝑎𝑔 , for almost all 𝑛 ∈ 𝑆, 𝐿′𝑘 does not
have 𝑛𝑘 -size circuits for length-𝑛 inputs. But this is a direct contradiction with (A).
This completes the intuition for Theorem 3.1.1.

From an MA Circuit Lower Bound to Easy Witnesses. Let us briefly discuss
how this Merlin-Arthur lower bound can be used for our new Easy Witness Lemma.
We have to show the “almost” almost-everywhere lower bound is enough for obtaining
a contradiction with the aforementioned “infinitely-often witness” argument. Assume
3

NP has 𝑛𝑘 -size circuits, and assume there is an NP-verifier 𝑉 that does not have 𝑛𝑐𝑘 2

size witness circuits (rather than 𝑛𝑘 , as in IKW) for large 𝑐. Then there are infinitely
many “bad” inputs 𝑥𝑖 such that 𝑉𝑐 (𝑥𝑖 , 𝑦𝑖 ) accepts for some 𝑦𝑖 , but every 𝑦𝑖 accepted by
3

𝑉𝑐 (𝑥𝑖 , ·) has circuit complexity at least 𝑛𝑐𝑘 . Then, just as in the IKW argument and
infinitely-often witness argument, we can use 𝑦𝑖 in a pseudorandom generator that
fools circuits of size 𝑛𝑐𝑘

3 /𝑔

. Take the “hard” Merlin-Arthur protocol 𝑃𝑘 . On infinitely

many pairs of input lengths (𝑛, 𝑛Θ(𝑘) ) corresponding to the bad inputs 𝑥𝑖 , we want
2

to derive an 𝑛𝑘 -size circuit for length-𝑛 inputs and an 𝑛Θ(𝑘 ) -size circuit on length𝑛Θ(𝑘) inputs, to contradict the “almost” almost-everywhere lower bound. Because the
circuit constructed from the Merlin-Arthur protocol has size 𝑛𝑂(𝑘

3)

even on inputs

of length 𝑛Θ(𝑘) , this pseudorandom generator works not only for input length 𝑛 but
3

also for length 𝑛𝑘 . Thus, if witness circuits of size 𝑛𝑐𝑘 did not exist, we would be
able to simulate 𝑃𝑘 on infinitely many pairs of input lengths (𝑛, 𝑛Θ(𝑘) ) in NP, using
𝑛 + 𝑂(log 𝑛) bits of advice. Assuming NP has 𝑛𝑘 -size circuits, this contradicts the
earlier lower bound proved for 𝑃𝑘 .

Outline of the Rest. The rest of the chapter is structured as follows. In Section 3.2
we prove the “almost” almost-everywhere lower bound for MA. In Section 3.3 we prove
the new Easy Witness Lemma in its full form. In Section 3.4 we improve connections
between circuit-analysis and circuit lower bounds using the Lemma.
43

3.2

“Almost” an Almost-Everywhere Circuit Lower
Bound for MA

In this section, we prove the main lower bound needed for our new Easy Witness
Lemmas. For a language 𝐿 ⊆ {0, 1}⋆ and 𝑛 ∈ N, let 𝐿𝑛 be the language 𝐿 restricted
to 𝑛-bit inputs. Say that 𝑠 : N → N is a circuit-size function if it is increasing, time
constructible, and 𝑠(𝑛) < 2𝑛 /(2𝑛) holds for all sufficiently large 𝑛.
Theorem 3.2.1 (“Almost” A.E. Merlin-Arthur Circuit LB) There are 𝑑1 , 𝑑2 ,
𝑑3 ≥ 1 such that for all circuit-size functions 𝑠 and time constructible 𝑠1 , 𝑠2 : N → N
satisfying
(i) 𝑠2 (𝑛) ≥ 𝑠(𝑛)2𝑑2 ,
(ii) 𝑠1 (𝑛) ≥ 𝑠(𝑠2 (𝑛)), and
(iii) 𝑠1 (𝑛) ≥ 𝑠(𝑛)2𝑑1 +1 ,
there is a language 𝐿1 computable in 𝑂(𝑠1 (𝑛)2 · 𝑠2 (𝑛)𝑑3 ) time by a Merlin-Arthur
protocol with 2 log 𝑠2 (𝑛) advice, such that for all sufficiently large 𝑛 ∈ N, either
∙ the circuit complexity of 𝐿𝑛1 is greater than 𝑠(𝑛), or
𝑠 (𝑛)

∙ the circuit complexity of 𝐿12

is greater than 𝑠(𝑠2 (𝑛)).

That is, we “almost” prove an almost-everywhere size-𝑠(𝑛) circuit lower bound for
MA with 2 log 𝑠(𝑛) advice: for almost all 𝑛, the MA language 𝐿1 either has high
complexity on length 𝑛, or it has high complexity on length 𝑠2 (𝑛). Later, we will
use this “almost” almost-everywhere lower bound to obtain a stronger easy witness
lemma.
The rest of this section is devoted to proving Theorem 3.2.1. The language 𝐿1 is
formed from two different Merlin-Arthur protocols:
1. One protocol attempts to solve the problem 𝐿𝑑𝑖𝑎𝑔 that does not have size-𝑠(𝑛)
circuits almost everywhere (from Theorem 2.0.4), by guessing and checking
circuits for the complete language 𝐿PSPACE , and applying a reduction from 𝐿𝑑𝑖𝑎𝑔
to 𝐿PSPACE .
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2. The other protocol solves 𝐿PSPACE (from Theorem 2.0.1) on inputs with sufficiently long padding.
The 2 log 𝑠2 (𝑛) bits of advice are used to determine which of these two languages can
be successfully computed by our MA protocol, on a given input length.
Set 𝑑1 , 𝑑2 , 𝑑3 ≥ 1 such that:
∙ the downward self-reduction 𝐴 for 𝐿PSPACE (as seen in Theorem 2.0.1) runs in
time 𝑂(𝑛𝑑1 ),
∙ every reduction from a language 𝐿 ∈ SPACE[𝑠(𝑛)] to 𝐿PSPACE runs in time at
most 𝑂(𝑠(𝑛)𝑑2 ) and produces an 𝐿PSPACE instance of length 𝑠(𝑛)𝑑2 . To ensure
this condition, set 𝑑2 such that the language
𝐿′ = {(𝑀, 𝑥, 1𝑡 ) | 𝑀 accepts 𝑥 using space at most 𝑡}
can be reduced to 𝐿PSPACE in 𝑂(𝑛𝑑2 −1 ) time. Then, every SPACE[𝑠(𝑛)] language
𝐿 has an 𝑂(𝑠(𝑛))-time reduction to 𝐿′ , and therefore 𝐿 has an 𝑂(𝑠(𝑛)𝑑2 )-time
reduction to 𝐿PSPACE .
∙ the probabilistic polytime oracle machine 𝑀 for 𝐿PSPACE (as seen in Theorem 2.0.1) runs in time 𝑂(𝑛𝑑3 ).
Since 𝑠(𝑛) < 2𝑛 /(2𝑛), there is a language 𝐿𝑑𝑖𝑎𝑔 without 𝑠(𝑛)-size circuits almost
everywhere (Theorem 2.0.4). Using 𝐿𝑑𝑖𝑎𝑔 ∈ SPACE[𝑠(𝑛)2 ] and the reduction from
𝐿𝑑𝑖𝑎𝑔 to 𝐿PSPACE , we have:
Claim 1 There is an 𝑂(𝑠(𝑛)2𝑑2 )-time reduction 𝑅 such that for all strings 𝑦, |𝑅(𝑦)| =
𝑠(|𝑦|)2𝑑2 and 𝑦 ∈ 𝐿𝑑𝑖𝑎𝑔 ⇐⇒ 𝑅(𝑦) ∈ 𝐿PSPACE .
We are now in position to define a Merlin-Arthur protocol 𝑀1 recognizing a hard
language 𝐿1 . For input length 𝑛, define
ℓ(𝑛) := the largest integer ℓ such that 𝐿ℓPSPACE has a circuit of size at most 𝑠1 (𝑛).
(3.1)
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Note that a circuit always exists when 𝑠1 (𝑛) ≥ 2ℓ , so we have ℓ(𝑛) ≥ log(𝑠1 (𝑛)). Also
ℓ
note that since 𝐿PSPACE is paddable, a circuit for 𝐿𝑚
PSPACE can solve 𝐿PSPACE for any

ℓ < 𝑚 by setting the first 𝑚 − ℓ bits to 1. Our advice 𝛼𝑛 for inputs of length 𝑛 will
be the integer
𝛼𝑛 := min{𝑠2 (𝑛), ℓ(𝑛)}.

(3.2)

Note that 𝛼𝑛 can be encoded in at most 2 log 𝑠2 (𝑛) bits. (For example, the first bit
of the encoding could denote which of 𝑠2 (𝑛), ℓ(𝑛) is the minimum; if it is 𝑠2 (𝑛), then
no further information is required, as that can be computed by the machine. If the
minimum is ℓ(𝑛), then we can encode ℓ(𝑛) as an integer in {0, 1, . . . , 𝑠2 (𝑛) − 1} using
less than 2 log 𝑠2 (𝑛) bits.)

Let 𝑅 be the reduction from 𝐿𝑑𝑖𝑎𝑔 to 𝐿PSPACE of Claim 1, with running time
𝑂(𝑠(𝑛)2𝑑2 ). The Merlin-Arthur protocol 𝑀1 defining a language 𝐿1 is described in
pseudocode as follows:
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Advice 𝛼𝑛 := min{𝑠2 (𝑛), largest ℓ ∈ N s.t. 𝐿ℓPSPACE has an 𝑠1 (𝑛)-size circuit}
𝑀1 (𝑦)/𝛼𝑛 := Let 𝑛 = |𝑦|.
If 𝛼𝑛 = 𝑠2 (𝑛):
// simulate 𝐿𝑑𝑖𝑎𝑔 on 𝑦
Let 𝑧 = 𝑅(𝑦); note |𝑧| ≤ 𝑠2 (𝑛) (by constraint (i)).
Guess an 𝑠2 (𝑛)-input circuit 𝐶 of size 𝑠1 (𝑛).
Output 𝑀 𝐶 (1𝑠2 (𝑛)−|𝑧| 𝑧) (Theorem 2.0.1).
Otherwise (𝛼𝑛 < 𝑠2 (𝑛)):
// simulate 𝐿𝑃 𝑆𝑃 𝐴𝐶𝐸 on a padded input
Parse 𝑦 = 1𝑎 0𝑥 for some 𝑎 ≥ 0. If |𝑥| + 1 > 𝛼𝑛 then reject.
Guess an 𝛼𝑛 -input circuit 𝐶 of size 𝑠1 (𝑛).
Output 𝑀 𝐶 (1𝛼𝑛 −|𝑥|−1 0𝑥) (Theorem 2.0.1).

MA Promise and Running Time Analysis. First, we verify that the advice 𝛼𝑛
ensures that 𝑀1 satisfies the MA promise on all input lengths — in particular, 𝛼𝑛
ensures that the desired circuits 𝐶 being guessed always exist in both branches of 𝑀1
— and that 𝑀1 runs in 𝑂(𝑠1 (𝑛)2 · 𝑠2 (𝑛)𝑑3 ) time. Intuitively, Merlin provides a circuit
𝐶 and Arthur runs 𝑀 𝐶 .
𝑠 (𝑛)

2
∙ If 𝛼𝑛 = 𝑠2 (𝑛), then by definition (3.2) (and padding) 𝐿PSPACE
has a 𝑠1 (𝑛)-size

circuit.

If 𝑦 ∈ 𝐿𝑑𝑖𝑎𝑔 , then 1𝑠2 (𝑛)−|𝑧| 𝑧 ∈ 𝐿PSPACE , which means there is a (Merlin) circuit
𝐶 of size 𝑠1 (𝑛) such that 𝑀 𝐶 (𝑧) (Arthur) accepts with probability 1 (following Theorem 2.0.1). In particular, the reduction from 𝐿𝑑𝑖𝑎𝑔 to 𝐿PSPACE runs in
time 𝑂(𝑠(𝑛)2𝑑2 ) and produces an instance 𝑧 of length 𝑠(𝑛)2𝑑2 . By constraint (i)
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(𝑠2 (𝑛) ≥ 𝑠(𝑛)2𝑑2 ), we can pad 𝑧 and 𝑀 𝐶 will accept it with probability 1.
If 𝑦 ̸∈ 𝐿𝑑𝑖𝑎𝑔 , then for every possible (Merlin) circuit 𝐶, the probabilistic polynomial time 𝑀 𝐶 (Arthur) will reject with probability at least 2/3 (again following
Theorem 2.0.1). So 𝑀1 satisfies the MA promise in this case. Simulating 𝑀 𝐶
can be done in time 𝑂(𝑠1 (𝑛)2 · 𝑠2 (𝑛)𝑑3 ), where the extra 𝑠1 (𝑛)2 factor comes
from evaluating the circuit 𝐶 on each oracle query.
𝑛
∙ If 𝛼𝑛 < 𝑠2 (𝑛), then 𝑀1 guesses a 𝑠1 (𝑛)-size circuit 𝐶 for 𝐿𝛼PSPACE
, then runs

𝑀 𝐶 (1𝛼𝑛 −|𝑥|−1 1𝑥).
Suppose 𝑦 = 1𝑎 0𝑥 ∈ 𝐿PSPACE . By the paddability of 𝐿PSPACE , it follows that
𝑛
has a
1𝛼𝑛 −|𝑥|−1 0𝑥 ∈ 𝐿PSPACE as well. Moreover by definition (3.2), 𝐿𝛼PSPACE

circuit of size 𝑠1 (𝑛) when 𝛼𝑛 < 𝑠(𝑛). Therefore there is a circuit 𝐶 of size-𝑠1 (𝑛)
and 𝛼𝑛 inputs such that 𝑀 𝐶 (1𝛼𝑛 −|𝑥|−1 0𝑥) accepts with probability 1 (following
Theorem 2.0.1).
On the other hand, if 𝑦 = 1𝑎 0𝑥 ̸∈ 𝐿PSPACE , then we also have 1𝛼𝑛 −|𝑥|−1 0𝑥 ̸∈
𝐿PSPACE . By the properties of 𝑀 from Theorem 2.0.1, it follows that for every
possible circuit 𝐶, 𝑀 𝐶 (1𝛼𝑛 −|𝑥|−1 0𝑥) rejects with probability at least 2/3, so 𝑀1
satisfies the MA promise in this case as well.
Here, the running time of 𝑀1 is the time needed to run 𝑀 𝐶 (1𝛼𝑛 −|𝑥|−1 0𝑥) by
directly simulating 𝐶, which is 𝑂(𝑠1 (𝑛)2 · 𝛼𝑛𝑑3 ) ≤ 𝑂(𝑠1 (𝑛)2 · 𝑠2 (𝑛)𝑑3 ).
Therefore 𝑀1 with advice {𝛼𝑛 } satisfies the MA promise on all inputs and runs in
𝑂(𝑠1 (𝑛)2 · 𝑠2 (𝑛)𝑑3 ) time.

“Almost” Almost-Everywhere Hardness. Let 𝐿1 be the language recognized
by 𝑀1 . Next we show for all sufficiently large 𝑛 ∈ N, either the circuit complexity of
𝑠 (𝑛)

𝐿𝑛1 is greater than 𝑠(𝑛), or the circuit complexity of 𝐿12

is greater than 𝑠(𝑠2 (𝑛)).

We do this by showing that if the circuit complexity was low in both cases, even
infinitely often, then the language 𝐿𝑑𝑖𝑎𝑔 would also have size-𝑠(𝑛) circuits infinitely
often, contradicting Theorem 2.0.4.
For the sake of contradiction, assume there is an infinite sequence {𝑛𝑖 } such that
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(A) 𝐿𝑛1 𝑖 has a circuit of size 𝑠(𝑛𝑖 ) and
𝑠 (𝑛𝑖 )

(B) 𝐿12

has a circuit of size 𝑠(𝑠2 (𝑛𝑖 )).

Let 𝐼 = {𝑛𝑖 | 𝑖 ∈ N} ∪ {𝑠2 (𝑛𝑖 ) | 𝑖 ∈ N}. We begin by showing that for all but finitely
many 𝑚 ∈ 𝐼, if 𝐿1 has 𝑠(𝑚)-size circuits on length 𝑚 inputs, then 𝐿1 cannot be
simulating 𝐿𝑑𝑖𝑎𝑔 on length 𝑚 (therefore it must be simulating the padded version of
𝐿PSPACE , instead). We use the abbreviation “a.e.” to mean “almost every”, a.k.a. “all
but finitely many” in the following.
Proposition 3 For a.e. 𝑚 ∈ 𝐼, if 𝐿𝑚
1 has a 𝑠(𝑚)-size circuit, then ℓ(𝑚) < 𝑠2 (𝑚).
Proof.

Suppose there were infinitely many 𝑚 ∈ 𝐼 such that 𝐿𝑚
1 has a circuit of

size 𝑠(𝑚) and ℓ(𝑚) ≥ 𝑠2 (𝑚). Then 𝛼𝑚 = 𝑠2 (𝑛) for those 𝑚, and by the definition of
𝑚
𝐿1 , 𝐿𝑚
1 = 𝐿𝑑𝑖𝑎𝑔 for those 𝑚. Thus 𝐿𝑑𝑖𝑎𝑔 would have circuits of size 𝑠(𝑚) for infinitely

many 𝑚, which is a contradiction to Theorem 2.0.4.



Applying assumption (A) to Proposition 3, we find that for all sufficiently large
𝑚 ∈ 𝐼,
𝛼𝑚 < 𝑠2 (𝑚).

(3.3)

Thus for all sufficiently large 𝑚 ∈ 𝐼, a circuit for 𝐿𝑚
1 computes a padded version
of 𝐿PSPACE , under our assumptions. Our next step is to show that sufficiently small
circuits for 𝐿1 for a given input length 𝑚 actually implies analogously small circuits
for 𝐿𝑃 𝑆𝑃 𝐴𝐶𝐸 on input length 𝑚:
𝑚
Lemma 3.2.1 For a.e. 𝑚 ∈ 𝐼, if 𝐿𝑚
1 has a size-𝑠(𝑚) circuit, then 𝐿PSPACE has a

size-𝑠(𝑚) circuit.
Assuming Lemma 3.2.1 holds, we can finish the proof of Theorem 3.2.1, and show
the desired lower bound on 𝐿1 . In particular, applying assumption (B) to Lemma 3.2.1
𝑠 (𝑛 )

2 𝑖
yields that 𝐿PSPACE
has a circuit of size 𝑠(𝑠2 (𝑛𝑖 )), for all sufficiently large 𝑖. By

𝑠 (𝑛 )

2 𝑖
constraint (ii) (𝑠1 (𝑛) ≥ 𝑠(𝑠2 (𝑛))), 𝐿PSPACE
has a circuit of size at most 𝑠1 (𝑛𝑖 ) for all

sufficiently large 𝑖, so by definition of the ℓ-function, ℓ(𝑛𝑖 ) ≥ 𝑠2 (𝑛𝑖 ).
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But this implies 𝛼𝑛𝑖 = 𝑠2 (𝑛𝑖 ) for all sufficiently large 𝑖, which contradicts (3.3).
We now turn to showing how to prove Lemma 3.2.1. Intuitively, our strategy is to
use 𝑠(𝑚)-size circuits for 𝐿𝑚
1 to obtain 𝑠(𝑚)-size circuits for 𝐿PSPACE on progressively
larger and larger input lengths, using the downward self-reducibility of 𝐿PSPACE and
the hypothesis that 𝐿𝑚
1 has small circuits.
Proof of Lemma 3.2.1.

Let 𝑚 ∈ 𝐼 be sufficiently large, and assume 𝐿𝑚
1 has a

circuit 𝐶𝑚 of size 𝑠(𝑚). We want to prove that 𝐿𝑚
PSPACE has a circuit of size 𝑠(𝑚).
Since 𝐿1PSPACE has an 𝑂(1)-size size circuit (and 𝑠(𝑚) is increasing), it’s clear that
𝐿1PSPACE has a circuit of size 𝑠(𝑚) for all but finitely many input lengths 𝑚. We make
the following inductive claim:
Amplification Claim: Under the hypothesis, if there is an ℓ < 𝑚 such that 𝐿ℓPSPACE
has a size-𝑠(𝑚) circuit, then 𝐿ℓ+1
PSPACE also has a size-𝑠(𝑚) circuit.
2
Assuming the claim with ℓ := 1, we conclude that 𝐿ℓ+1
PSPACE = 𝐿PSPACE also has a

circuit of size 𝑠(𝑚). Repeatedly applying the claim for ℓ = 1 up to ℓ = 𝑚 − 1, we
conclude that 𝐿𝑚
PSPACE has a circuit of size 𝑠(𝑚). That would complete the proof of
the lemma.
To prove the Amplification Claim, suppose there is an ℓ < 𝑚 such that 𝐿ℓPSPACE has
a size 𝑠(𝑚) circuit 𝐷ℓ . Using the downward self-reduction for 𝐿PSPACE , we can also
′
2𝑑1 +1
for 𝐿ℓ+1
obtain a circuit 𝐷ℓ+1
). In particular, we can
PSPACE , of size at most 𝑂(𝑠(𝑚)
𝑑1
construct an 𝐿ℓPSPACE -oracle circuit for 𝐿ℓ+1
PSPACE using the 𝑂(𝑛 )-time downward self-

reduction. This oracle circuit has size at most (ℓ + 1)2𝑑1 ; if we replace each 𝐿ℓPSPACE
′
oracle query with the size-𝑠(𝑚) circuit 𝐷ℓ , this yields a circuit 𝐷ℓ+1
of size at most
′
(ℓ + 1)2𝑑1 · 𝑠(𝑚) ≤ 𝑠(𝑚)2𝑑1 +1 . By constraint (iii), we have that 𝐷ℓ+1
has size at most

𝑠1 (𝑚).
We want to use the assumed size-𝑠(𝑚) circuit 𝐶𝑚 for 𝐿𝑚
1 to reduce the circuit
complexity of 𝐿ℓ+1
PSPACE down to 𝑠(𝑚). By (3.3), we have 𝛼𝑚 < 𝑠2 (𝑚) for sufficiently
large 𝑚 ∈ 𝐼, so (by the properties of the protocol 𝑀1 ) the circuit 𝐶𝑚 implements
𝐿PSPACE for inputs of up to length 𝛼𝑚 .
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We claim that by feeding the string 1𝑚−ℓ−1 to the first 𝑚 − ℓ − 1 inputs of 𝐶𝑚 ,
the remaining subcircuit of size at most 𝑠(𝑚) can compute 𝐿ℓ+1
PSPACE on all 𝑥 of length
ℓ + 1. (Note that since we assume ℓ ≤ 𝑚 − 1, the padding amount 𝑚 − ℓ − 1 ≥ 0.)
′
Since the circuit 𝐷ℓ+1
has size at most 𝑠1 (𝑚), 𝐿ℓ+1
PSPACE has a circuit of size at most

𝑠1 (𝑚). Therefore by the definition of 𝛼𝑛 (3.2) and ℓ(𝑛) (3.1), for our choice of 𝑚 we
have 𝛼𝑚 ≥ ℓ + 1.
Since 𝐶𝑚 implements 𝐿PSPACE for inputs of up to length 𝛼𝑚 , and 𝛼𝑚 ≥ ℓ + 1, the
circuit
′
𝐶ℓ+1
(𝑥) := 𝐶𝑚 (1𝑚−ℓ−1 𝑥)

is of size 𝑠(𝑚) and computes 𝐿ℓ+1
PSPACE correctly (by the paddability of 𝐿PSPACE ). This
completes the proof of the Amplification Claim, and also the proof of Lemma 3.2.1.

This completes the proof of Theorem 3.2.1.

3.3

Small Circuits Imply Small Witnesses

In this section we prove our new Easy Witness Lemma, using the new Merlin-Arthur
circuit lower bound (Theorem 3.2.1).
Lemma 3.3.1 (Easy Witnesses for Low Nondeterministic Time)
There are 𝑒, 𝑔 ≥ 1 such that for every increasing time-constructible 𝑠(𝑛), 𝑠2 (𝑛) :=
𝑠(𝑒 · 𝑛)𝑒 , and 𝑡(𝑛), if NTIME[𝑂(𝑡(𝑛)𝑒 )] ⊂ SIZE[𝑠(𝑛)] then every 𝐿 ∈ NTIME[𝑡(𝑛)] has
witness circuits of size 𝑠2 (𝑠2 (𝑠2 (𝑛)))2𝑔 , provided that
(a) 𝑠(𝑛) < 2𝑛/𝑒 /𝑛 and
(b) 𝑡(𝑛) ≥ 𝑠2 (𝑠2 (𝑠2 (𝑛)))𝑑 for a sufficiently large constant 𝑑.
For 𝑠(𝑛) = 𝑛𝑘 , if NP ⊂ SIZE[𝑛𝑘 ], then NP has witness circuits of size 𝑛𝑂(𝑘
(log 𝑛))𝑘

orem 1.1.2). For 𝑠(𝑛) = 2
𝑘3

circuits of size 2𝑂((log 𝑛)

)

(log 𝑛)𝑘

, NQP ⊂ SIZE[2

(Theorem 1.1.3).
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3)

(The-

] implies that NQP has witness

Proof. Let 𝑤(𝑛) := 𝑠2 (𝑠2 (𝑠2 (𝑛)))2𝑔 . Suppose
NTIME[𝑂(𝑡(𝑛)𝑒 )] ⊆ SIZE[𝑠(𝑛)],

(3.4)

and assume NTIME[𝑡(𝑛)] does not have 𝑤(𝑛)-size witness circuits, i.e.,
there is some linear-time verifier 𝑉

(3.5)

such that there are infinitely many “bad” inputs 𝑥,
where there is a 𝑦𝑥 of length 𝑡(|𝑥|) such that 𝑉 (𝑥, 𝑦𝑥 ) accepts,
yet all such 𝑦𝑥 have circuit complexity at least 𝑤(|𝑥|).
We wish to establish a contradiction. Take 𝑒 ≥ 1 to be a sufficiently large parameter
(all our constraints on 𝑒 will be constant lower bounds on it). Using our assumptions
on 𝑠(𝑛) and 𝑠2 (𝑛), we claim that the hard MA language 𝐿1 of Theorem 3.2.1 exists
for
′

𝑠′ (𝑛) := 𝑠(𝑒 · 𝑛), 𝑠′2 (𝑛) := 𝑠′ (𝑛)𝑑 , and 𝑠′1 (𝑛) := 𝑠′ (𝑠′2 (𝑛)),
assuming 𝑑′ is chosen such that 𝑚𝑎𝑥(2𝑑2 , 2𝑑1 + 1, 𝑑3 + 2) ≤ 𝑑′ ≤ 𝑒.
Let us check that these functions 𝑠′ , 𝑠′1 , and 𝑠′2 satisfy all the constraints of Theorem 3.2.1:
∙ First, since 𝑠(𝑛) < 2𝑛/𝑒 /𝑛 (by constraint (a)), we know that 𝑠′ (𝑛) = 𝑠(𝑒 · 𝑛) <
2𝑒·𝑛/𝑒 /(𝑒 · 𝑛) < 2𝑛 /(2𝑛), for all sufficiently large 𝑛 and 𝑒 ≥ 2. Thus 𝑠′ is a
circuit-size function.
′

∙ For constraint (i), 𝑑′ ≥ 2𝑑2 implies 𝑠′2 (𝑛) = 𝑠′ (𝑛)𝑑 ≥ 𝑠′ (𝑛)2𝑑2 .
′

∙ For constraint (ii), 𝑑′ ≥ 2𝑑1 + 1 implies 𝑠′1 (𝑛) = 𝑠′ (𝑠′2 (𝑛)) ≥ 𝑠′2 (𝑛) = 𝑠′ (𝑛)𝑑 ≥
𝑠′ (𝑛)2𝑑1 +1 .
∙ Constraint (iii) 𝑠′1 (𝑛) ≥ 𝑠′ (𝑠′2 (𝑛)) is trivially satisfied.
Thus by Theorem 3.2.1, 𝐿1 is computable by an MA protocol in 𝑂(𝑠′1 (𝑛)2 · 𝑠′2 (𝑛)𝑑3 )
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time with advice of length
2 log 𝑠′2 (𝑛) = 2𝑑′ log 𝑠′ (𝑛) < 2𝑑′ · log(2𝑒·𝑛/𝑒 ) = 2𝑑′ · 𝑛.
For 𝑑′ ≥ 𝑑3 + 2, we also have
𝑠′1 (𝑛)2 · 𝑠′2 (𝑛)𝑑3 = 𝑠′ (𝑠′2 (𝑛))2 · 𝑠′2 (𝑛)𝑑3 ≤ 𝑠′ (𝑠′2 (𝑛))2+𝑑3 ≤ 𝑠′2 (𝑠′2 (𝑛)) ≤ 𝑠2 (𝑠2 (𝑛))
′

since 𝑠′2 (𝑛) = 𝑠(𝑒 · 𝑛)𝑑 ≤ 𝑠(𝑒 · 𝑛)𝑒 = 𝑠2 (𝑛) for 𝑑′ ≤ 𝑒. So 𝐿1 is computable by an MA
protocol in 𝑂(𝑠2 (𝑠2 (𝑛))) time with 2𝑑′ · 𝑛 bits of advice, and has circuit lower bounds
for size 𝑠′ (𝑛) = 𝑠(𝑒 · 𝑛). That is, for all sufficiently large 𝑛 ∈ N, either
∙ the circuit complexity of 𝐿𝑛1 is greater than 𝑠(𝑒 · 𝑛), or
𝑠′ (𝑛)

∙ the circuit complexity of 𝐿12

is greater than 𝑠(𝑒 · 𝑠′2 (𝑛)).

By (3.5), there are infinitely many input lengths {𝑛𝑖 } such that, by encoding a bad
input 𝑥𝑖 of length 𝑛𝑖 as advice and guessing a valid 𝑦𝑖 such that 𝑉 (𝑥𝑖 , 𝑦𝑖 ) accepts, we
can nondeterministically guess and verify the truth table of a function 𝑦𝑖 with circuit
complexity at least 𝑤(|𝑥𝑖 |).
Our next step is to use these bad 𝑥𝑖 ’s to derandomize the MA protocol defining 𝐿1 :
we give a nondeterministic algorithm 𝑁 such that for all 𝑖 and all inputs of length 𝑛𝑖 ,
𝑁 uses (2𝑑′ + 1)𝑛𝑖 bits of advice, runs in 𝑂(𝑡(𝑛𝑖 )𝑒 ) time, and correctly decides 𝐿1 on
all 𝑛𝑖 -bit inputs. On inputs of length 𝑛𝑖 , the advice to 𝑁 is:
∙ a bad input 𝑥ℎ𝑎𝑟𝑑 of length 𝑛𝑖 , and
∙ the advice 𝛼𝑛𝑖 used by the Merlin-Arthur protocol 𝑀1 of Theorem 3.2.1, on
inputs of length 𝑛𝑖 .
On inputs of length 𝑠′2 (𝑛𝑖 ), the advice to 𝑁 is 𝑥ℎ𝑎𝑟𝑑 as well as the advice 𝛼𝑠′2 (𝑛𝑖 ) used
by 𝑀1 .
On inputs 𝑥 of length 𝑛𝑖 and inputs 𝑥 of length 𝑠′2 (𝑛𝑖 ), 𝑁 first guesses a string
𝑦ℎ𝑎𝑟𝑑 of length 𝑂(𝑡(𝑛𝑖 )) and runs 𝑉 (𝑥ℎ𝑎𝑟𝑑 , 𝑦ℎ𝑎𝑟𝑑 ). If 𝑉 rejects, then 𝑁 rejects. Otherwise, 𝑁 will use 𝑦ℎ𝑎𝑟𝑑 as a hard function in the pseudorandom generator 𝐺(·, ·) of
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Theorem 2.0.3, for fooling circuits of size 𝑤(𝑛)1/𝑔 = 𝑠2 (𝑠2 (𝑠2 (𝑛)))2 .
Fix a constant 𝑎 ≥ 1 such that 𝐺(𝑦ℎ𝑎𝑟𝑑 , ·) runs in 𝑂(|𝑦ℎ𝑎𝑟𝑑 |𝑎 ) time. Let ℓ𝑖 ∈
{𝑛𝑖 , 𝑠′2 (𝑛𝑖 )}, depending on the current input length. Our 𝑁 constructs a circuit
𝐶𝑥 (·, ·) simulating the deterministic 𝑂(𝑠2 (𝑠2 (ℓ𝑖 )))-time part of 𝑀1 (𝑥). In particular,
the circuit 𝐶𝑥 takes a “nondeterministic” input 𝑧 of length at most 𝑠2 (𝑠2 (ℓ𝑖 ))2 , as
well as “randomness” input 𝑟 of length at most 𝑠2 (𝑠2 (ℓ𝑖 ))2 , and 𝐶 has size at most
𝑠2 (𝑠2 (ℓ𝑖 ))2 ≤ 𝑠2 (𝑠2 (𝑠2 (𝑛𝑖 )))2 . Then 𝑁 nondeterministically guesses an input 𝑧, and
enumerates all 𝑠 = |𝑦ℎ𝑎𝑟𝑑 |𝑔 seeds to the generator 𝐺(𝑦ℎ𝑎𝑟𝑑 , ·), obtaining output strings
𝑟1 , . . . , 𝑟𝑠 in 𝑂(|𝑦ℎ𝑎𝑟𝑑 |𝑎+𝑔 ) = 𝑂(𝑡(𝑛𝑖 )𝑎+𝑔 ) time. (We emphasize that this is done for
both ℓ𝑖 = 𝑛𝑖 and ℓ𝑖 = 𝑠′2 (𝑛𝑖 ).) Finally, 𝑁 computes the probability that 𝐶𝑥 (𝑦ℎ𝑎𝑟𝑑 , 𝑟𝑗 )
accepts over all 𝑗 = 1, . . . , 𝑠. If this probability is greater than 1/2, then 𝑁 accepts
else it rejects.
In total, 𝑁 takes time 𝑂(𝑠2 (𝑠2 (𝑛𝑖 ))2 + 𝑡(𝑛𝑖 )𝑎+𝑔 + 𝑡(𝑛𝑖 )𝑔 · 𝑠2 (𝑠2 (𝑛𝑖 ))2 ) = 𝑂(𝑡(𝑛𝑖 )𝑎+𝑔 )
on inputs of length 𝑛𝑖 . Note the 𝑦ℎ𝑎𝑟𝑑 for an input 𝑥ℎ𝑎𝑟𝑑 of length 𝑛𝑖 has circuit
complexity at least 𝑠2 (𝑠2 (𝑠2 (𝑛𝑖 )))2𝑔 . Since the circuit 𝐶𝑥 (·, ·) for inputs 𝑥 of length
ℓ𝑖 = 𝑠′2 (𝑛𝑖 ) has size 𝑠2 (𝑠2 (𝑠′2 (𝑛𝑖 )))2 ≤ 𝑠2 (𝑠2 (𝑠2 (𝑛𝑖 )))2 , the same advice 𝑥ℎ𝑎𝑟𝑑 can also
be used with the generator 𝐺(·, ·) to derandomize 𝑀1 on inputs of length 𝑠′2 (𝑛𝑖 ) as
well. Thus on inputs of length 𝑠′2 (𝑛𝑖 ), 𝑁 takes 𝑛𝑖 + 2𝑑′ · 𝑠′2 (𝑛𝑖 ) advice and runs in time
𝑂(𝑠2 (𝑠2 (𝑠2 (𝑛𝑖 )))2 + 𝑡(𝑛𝑖 )𝑎+𝑔 + 𝑡(𝑛𝑖 )𝑔 · 𝑠2 (𝑠2 (𝑠2 (𝑛𝑖 )))2 ) ≤ 𝑂(𝑡(𝑛𝑖 )𝑎+𝑔 ) ≤ 𝑂(𝑡(𝑠′2 (𝑛𝑖 ))𝑎+𝑔 ),
where in the next-to-last inequality, we have applied constraint (b).
If we set 𝑒 ≥ 𝑎 + 𝑔, then by (3.4), the nondeterministic 𝑂(𝑡(𝑛)𝑒 )-time algorithm
𝑁 (using (2𝑑′ + 1)𝑛 bits of advice) described in the previous paragraph has circuits
of size 𝑠((2𝑑′ + 2)𝑛). In particular, for almost every input length in the set {𝑛𝑖 }, the
language 𝐿1 has circuits of size 𝑠((2𝑑′ + 2)𝑛𝑖 ) on 𝑛𝑖 -bit inputs, and has circuits of
size 𝑠((2𝑑′ + 1) · 𝑠′2 (𝑛𝑖 ) + 𝑛𝑖 ) ≤ 𝑠((2𝑑′ + 2) · 𝑠′2 (𝑛𝑖 )) on 𝑠′2 (𝑛𝑖 )-bit inputs.
For 𝑒 ≥ 2𝑑′ + 2, this contradicts the circuit lower bound of Theorem 3.2.1.
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3.4

Applications

Now we turn to showing how the new Easy Witness Lemmas imply stronger algorithmto-lower bound connections. Recall a nondeterministic algorithm for Gap 𝒞 Unsat
outputs yes, no, or don’t know on every computation path, it outputs no on some
computation path if its input circuit has at least 1/4 of its assignments satisfying,
outputs yes on some path if its input circuit is unsatisfiable, and for every input
circuit, the algorithm never outputs yes on some path and no on another path.
Reminder of Theorem 1.1.1 Let 𝒞 be typical, and let 𝜀 ∈ (0, 1). Suppose Gap 𝒞
Unsat on 𝑛-input, 2𝜀𝑛 -size circuits is solvable in nondeterministic 𝑂(2(1−𝜀)𝑛 ) time.
Then there is a 𝑐 ≥ 1 such that for all 𝑘, NTIME[𝑛𝑐𝑘

4 /𝜀

] does not have 𝑛𝑘 -size 𝒞-

circuits.
Proof.

The proof is similar to earlier arguments [Wil10, Wil11, SW13]. Let

𝜀 ∈ (0, 1) be given. Assume
(A) for all 𝑐 ≥ 1, there is a 𝑘 ≥ 1 such that NTIME[𝑛𝑐𝑘

4 /𝜀

] has 𝑛𝑘 -size 𝒞-circuits,

and
(B) Gap 𝒞 Unsat on 𝑛-input 2𝜀𝑛 -size circuits is in 𝑂(2(1−𝜀)𝑛 ) time.
Let 𝑐 be sufficiently large in the following, and let
𝑡(𝑛) = 𝑛𝑐𝑘

4 /𝜀

for notational convenience. Since 𝒞 is evaluatable (given a circuit from the class, we
can evaluate it on an input in polynomial time), from (A) it follows that NTIME[𝑡(𝑛)]
has 𝑛𝑂(𝑘) -size unrestricted circuits (e.g., over the basis AND/OR/NOT of fan-in two).
3

By the Easy Witness Lemma for NP (Lemma 1.1.2), NTIME[𝑡(𝑛)] has 𝑛𝑂(𝑘 ) -size
witness circuits for every NP verifier. We choose the PCP verifier of Ben-Sasson and
Viola [BSV14], which yields proofs which are quasi-linear for any running time 𝑇 (𝑛).
In particular, for every verifier algorithm 𝑉 (𝑥, 𝑦) running in time 𝑇 (𝑛) ≥ 𝑛, they give
an algorithm 𝐴 running in poly(𝑛, log 𝑇 (𝑛)) time which, given 𝑥 ∈ {0, 1}𝑛 , outputs
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an oracle circuit 𝐶𝑥𝑂 with the following properties:1
∙ 𝐶𝑥𝑂 has ℓ = log2 (𝑇 (𝑛)) + 𝑂(log log 𝑇 (𝑛)) inputs, poly(𝑛, log 𝑇 (𝑛)) size, and each
copy of the oracle gate 𝑂 in 𝐶𝑥𝑂 has ℓ inputs as well.
∙ If there is a 𝑦 of length 𝑇 (𝑛) such that 𝑉 (𝑥, 𝑦) accepts, then there is an oracle
𝑂 : {0, 1}ℓ → {0, 1} such that 𝐶𝑥𝑂 is unsatisfiable.
∙ If 𝑉 (𝑥, 𝑦) rejects on all 𝑦 of length 𝑇 (𝑛), then for every oracle 𝑂 : {0, 1}ℓ →
{0, 1}, 𝐶𝑥𝑂 has at least 2ℓ · (1 − 1/𝑛) satisfying assignments.
Note the oracle 𝑂 acts as a witness for the PCP verifier which runs the above transformation on 𝑥, and checks whether 𝐶𝑥𝑂 is unsatisfiable or not by guessing random
inputs to 𝐶𝑥𝑂 .
Take a language 𝐿 ∈ NTIME[𝑡(𝑛)] − NTIME[𝑡(𝑛)1−𝜀/2 ] such that 𝐿 ⊆ {1𝑛 | 𝑛 ≥
0} [SFM78, Žák83], and let 𝑉 be a 𝑂(𝑡(𝑛))-time verifier for 𝐿. On an input 1𝑛 , let
𝑁 be a nondeterministic algorithm which:
1. runs the algorithm 𝐴 in poly(𝑛, log 𝑡(𝑛)) time to produce a circuit 𝐶𝑛𝑂 ,
2. guesses a witness circuit 𝑊𝑛 of size 𝑛𝑂(𝑘

3)

encoding the oracle 𝑂 for the PCP

verifier,
3. plugs the circuit 𝑊𝑛 in place of the oracle 𝑂 in the circuit 𝐶𝑛𝑂 , obtaining a
3

3

circuit of size 𝑛𝑂(𝑘 ) · poly(𝑛, log 𝑡(𝑛)) ≤ 𝑛𝑂(𝑘 ) ,
4. checks satisfiability of 𝐶𝑛𝑊𝑛 by exhaustive search, in time
3

3

2ℓ · 𝑛𝑂(𝑘 ) ≤ 𝑡(𝑛) · poly(log 𝑡(𝑛)) · 𝑛𝑂(𝑘 ) ≤ 𝑛𝑐𝑘

4 /𝜀+𝑂(𝑘 3 )

.

We will show how to simulate 𝑁 in nondeterministic time 𝑡(𝑛)1−𝜀 · poly(log 𝑡(𝑛)),
implying a contradiction. If we had an unrestricted Circuit Sat algorithm or Gap
Circuit Unsat algorithm running in 𝑂(2ℓ(1−𝜀) ) ≤ 𝑡(𝑛)1−𝜀+𝑜(1) time, this would be
easy: we could just use the nondeterministic Gap Circuit Unsat algorithm to
speed up item 4 in the description above. Because we only have a Gap 𝒞 Unsat
1

This is not formally stated in their article, but it is immediate from their Theorem 1.1.
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algorithm, and 𝒞 might be weaker than unrestricted circuits (as far as we know), the
argument becomes more complicated.
Consider the task:

Eval-Gate: Given a circuit 𝐶 𝑂 of 𝑛 size, a circuit of size at most 𝑛
encoding an oracle 𝑂, an input 𝑥 of length ℓ, and an integer 𝑖 = 1, . . . , 𝑛,
what is the output of the 𝑖-th gate of 𝐶 𝑂 evaluated on 𝑥?

Clearly Eval-Gate is computable in polynomial time. By assumption (A), EvalGate has 𝒞-circuits of size 𝑛𝑂(𝑘) . In lieu of item 4 in the description of 𝑁 , our new
nondeterministic algorithm 𝑁 ′ guesses a 𝒞-circuit 𝐸 computing Eval-Gate which
3

4

can take 𝐶𝑛𝑂 and 𝑊𝑛 as inputs; since both have size 𝑛𝑂(𝑘 ) , a 𝒞-circuit of 𝑛𝑂(𝑘 ) suffices.
3

For every 𝑖 = 1, . . . , 𝑠 of 𝐶𝑛𝑊𝑛 (where 𝑠 = 𝑛𝑂(𝑘 ) ), 𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , 𝑥, 𝑖) outputs the value
of the 𝑖-th gate of 𝐶𝑛𝑊𝑛 (𝑥); by convention, we let the 𝑠-th gate be the output of the
circuit. Assuming 𝐸 is a circuit correctly computing Eval-Gate on the appropriate
input length, it is easy to see that
𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , 𝑥, 𝑠) = 1 ⇐⇒ 𝐶𝑛𝑊𝑛 (𝑥) = 1.

Without loss of generality, assume all gates of 𝐶𝑛𝑊𝑛 have a fixed gate type (e.g.,
NAND). For each gate 𝑖 of 𝐶𝑛𝑊𝑛 , let 𝑖1 , 𝑖2 < 𝑖 be the indices of the two gates of 𝐶𝑛𝑊𝑛
whose outputs are the two inputs to gate 𝑖. Let 𝐹𝑖 (𝑔𝑖 , 𝑔𝑖1 , 𝑔𝑖2 ) be the canonical 3-CNF
on three variables (where 𝑔𝑗 corresponds to the output of gate 𝑗) which is true if and
only if the outputs of gates 𝑖1 and 𝑖2 are consistent with the output of gate 𝑖. Now
consider the circuit
(︃
𝐷(𝑥) := ¬

𝑠
⋀︁

)︃
𝐹𝑖 (𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , 𝑥, 𝑔𝑖 ), 𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , 𝑥, 𝑔𝑖1 ), 𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , 𝑥, 𝑔𝑖2 )) .

𝑖=1

It is easy to see that 𝐷(𝑥) = 0 if and only if 𝐸 is consistent for all gates of 𝐶𝑛𝑊𝑛 on
the input 𝑥; that is, 𝐸 claims correct outputs for every gate of the circuit 𝐶𝑛𝑊𝑛 on the
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input 𝑥. From this, we have the consistency condition:
for all 𝑥, 𝐷(𝑥) = 0 implies that 𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , 𝑥, 𝑠) = 𝐶𝑛𝑊𝑛 (𝑥).

(3.6)

Furthermore, since 𝒞 is closed under conjunctions and projections, given 𝐸, 𝐶𝑛𝑂 , and
4

𝑊𝑛 , the circuit 𝐷 can be computed in time 𝑛𝑂(𝑘 ) , where 𝐷 is a circuit from 𝒞. By
our choice of 𝑡(𝑛) (with sufficiently large 𝑐),
4

𝑛𝑂(𝑘 ) ≤ 2𝜀ℓ ≤ 𝑡(𝑛)𝜀 · poly(log 𝑡(𝑛)).
So the circuit 𝐷 has ℓ inputs and size 2𝜀ℓ , so our nondeterministic algorithm 𝑁 ′
can run the nondeterministic Gap 𝒞 Unsat algorithm on 𝐷, assumed by (B). 𝑁 ′
rejects if the nondeterministic GAP-UNSAT algorithm outputs no or don’t know on
𝐷. Otherwise, 𝑁 ′ accepts if and only if the nondeterministic GAP-UNSAT algorithm
outputs yes on 𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , ·, 𝑠) (with ℓ free inputs).
The running time of 𝑁 ′ is
4

𝑛𝑂(𝑘 ) + 2(1−𝜀)ℓ ≤ 𝑡(𝑛)1−𝜀 · poly(log 𝑡(𝑛)).
By the properties of the PCP verifier and our GAP-UNSAT algorithm, we have:
∙ If 1𝑛 ∈ 𝐿, then there is a 𝑊𝑛 and an 𝐸 such that 𝐷 is unsatisifiable. Then, 𝑁 ′
accepts 1𝑛 on the correct guesses of 𝑊𝑛 and 𝐸. In particular, the GAP-UNSAT
algorithm will report yes on 𝐷 (since 𝐷 is unsatisfiable) on some path, and
report yes on 𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , ·, 𝑠) on some path as well.
∙ If 1𝑛 ∈
/ 𝐿, for all choices of 𝑊𝑛 , the circuit 𝐶𝑛𝑊𝑛 has at least 2ℓ · (1 − 1/𝑛)
satisfying assignments. The algorithm 𝑁 ′ guesses a circuit 𝐸 for Eval-Gate
and constructs the circuit 𝐷. If our GAP-UNSAT algorithm returns no or don’t
know on 𝐷, then 𝑁 ′ rejects by definition. If GAP-UNSAT returns yes on some
path, then it must be that 𝐷 has less than 2ℓ /4 satisfying assignments (if it had
more, the GAP-UNSAT algorithm would return no on some path, and therefore
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never output yes on any path, by definition). So 𝐷(𝑥) = 0 on at least 3/4 of
the inputs 𝑥. By (3.6), 𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , 𝑥, 𝑠) = 𝐶𝑛𝑊𝑛 (𝑥) for at least 3/4 of the inputs
𝑥. Since 𝐶𝑛𝑊𝑛 has at least 2ℓ · (1 − 1/𝑛) satisfying assignments, it must be that
the circuit 𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , ·, 𝑠) of ℓ inputs has at least 2ℓ · (1 − 1/𝑛 − 1/4) ≥ 2ℓ /4
satisfying assignments. Therefore the GAP-UNSAT algorithm on the circuit
𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , ·, 𝑠) will not return yes on any computation path (because it must
return no on some path, and it never outputs contradictory answers on the
same circuit). Thus 𝑁 ′ rejects 1𝑛 on all computation paths.
In summary, 𝑁 ′ correctly decides the language 𝐿. This is a contradiction, as 𝑁 ′ runs
in 𝑡(𝑛)1−𝜀 · poly(log 𝑡(𝑛)) time.



Remark 1 Fortnow and Santhanam [FS16] proved that for all polynomials 𝑡(𝑛), there
is an 𝛼 > 0 and an 𝐿 ∈ NTIME[𝑡(𝑛)] that is not in NTIME[𝑡(𝑛)1−𝜀/2 ]/𝑛𝛼 . If we use
this 𝐿 in the above proof, then the nondeterministic Gap 𝒞 Sat algorithm could
even use 2𝛽𝑛 bits of advice on 𝑛-input circuits of size 2𝜀𝑛 (for small enough 𝛽 > 0
depending on 𝜀 and 𝑘), and still yield the desired lower bound.

Reminder of Theorem 1.1.2 Let 𝒞 be typical, and let 𝜀 ∈ (0, 1). Suppose Gap 𝒞
𝜀

𝜀

Unsat on 𝑛-input, 2𝑛 -size circuits is in nondeterministic 𝑂(2𝑛−𝑛 ) time. Then for
all 𝑘, there is a 𝑐 ≥ 1 such that NTIME[2log

𝑐𝑘4 /𝜀

𝑛

𝑘

] does not have 2log 𝑛 -size 𝒞-circuits.

Proof. We use the exact same strategy as Theorem 1.1.1, with the following minor
modifications. Assume
(A) for all 𝑐, there is a 𝑘 ≥ 1 such that NTIME[2log

𝑐𝑘4 /𝜀

𝑛

𝑘

] has 2log 𝑛 -size 𝒞-circuits,

and
𝜀

𝜀

(B) Gap 𝒞 Unsat on 𝑛-input 2𝑛 -size circuits is in 𝑂(2𝑛−𝑛 ) time.
Set 𝑡(𝑛) = 2log

𝑐𝑘4 /𝜀

𝑛

. As argued in Theorem 1.1.1, by the Easy Witness Lemma

for NQP (Lemma 1.1.2), NTIME[𝑡(𝑛)] has 2𝑂(log

𝑘3

𝑛)

-size witness circuits for every

NP verifier. Use the PCP verifier of Ben-Sasson and Viola [BSV14] as before which
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outputs a circuit 𝐶𝑛𝑂 of poly(𝑛) size with number of inputs
ℓ = (log2 𝑛)𝑐𝑘

4 /𝜀

Take 𝐿 ∈ NTIME[𝑡(𝑛)] − NTIME[𝑡(𝑛)/2log

+ 𝑂(log log 𝑛).

𝜀/2

𝑡(𝑛)

] such that 𝐿 ⊆ {1𝑛 | 𝑛 ≥ 0} [SFM78,

Žák83], and let 𝑉 be a 𝑂(𝑡(𝑛))-time verifier for 𝐿. On an input 1𝑛 , let 𝑁 be a
nondeterministic algorithm which:
1. runs in poly(𝑛) time to produce a circuit 𝐶𝑛𝑂 ,
2. guesses a witness circuit 𝑊𝑛 of size 2𝑂(log

𝑘3

𝑛)

encoding the oracle 𝑂 for the PCP

verifier,
3. plugs the circuit 𝑊𝑛 in place of the oracle 𝑂 in the circuit 𝐶𝑛𝑂 , obtaining a
circuit of size 2𝑂(log

𝑘3

𝑛)

· poly(𝑛) ≤ 2𝑂(log

𝑘3

𝑛)

,

4. checks satisfiability of 𝐶𝑛𝑊𝑛 by exhaustive search, in time
2ℓ · 2𝑂(log

𝑘3

𝑛)

≤ 2log

𝑐𝑘4 /𝜀

3

𝑛+𝑂(log𝑘 𝑛)

.

As before, we show how to simulate 𝑁 faster. We define the Eval-Gate problem as
𝑘

before; by assumption (A), it has 𝒞-circuits of size 2log 𝑛 . Thus there is a circuit 𝐸
of size 2𝑂(log

𝑘4

𝑛)

which can take 𝑊𝑛 and 𝐶𝑛𝑂 as input and faithfully simulate Eval-

Gate. Also as before, we construct the circuit 𝐷 of size 2𝑂(log

𝑘4

𝑛)

and of ℓ inputs.

For sufficiently large 𝑐, the size of 𝐷 is

2𝑂(log

𝑘4

𝑛)

≤ 2log

𝜀

𝑡(𝑛)

≤ 2((log

𝑐𝑘4

𝑛)+𝑂(log log 𝑛))𝜀

𝜀

≤ 2ℓ ,

so the assumed nondeterministic Gap 𝒞 Unsat algorithm can be run on 𝐷, and
it can be run on the circuit 𝐸(𝐶𝑛𝑂 , 𝑊𝑛 , ·, 𝑔𝑖 ), obtaining yes/no answers in nondeterministic time
𝜀

𝑂(2ℓ−ℓ ) ≤ 𝑡(𝑛)/2log

𝜀

𝑡(𝑛)

.

Following the rest of the proof of Theorem 1.1.1, we can decide 𝐿 in nondeterministic
time 𝑡(𝑛)/2log

𝜀

𝑡(𝑛)

, which is a contradiction.
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Finally, to conclude lower bounds such as NQP ̸⊂ ACC ∘ THR, we only have to
appeal to the ACC ∘ THR-SAT algorithm:
Theorem 3.4.1 ([Wil14]) For all integers 𝑑 and 𝑚 ≥ 2, there is an 𝜀 > 0 and an
𝜀

𝑂(2𝑛−𝑛 )-time deterministic algorithm for the satisfiability problem on depth-𝑑 size𝜀

2𝑛 circuits over unbounded fan-in AND, OR, and MOD𝑚 gates, with linear threshold
gates at the bottom layer.

The following is immediate:
Reminder of Theorem 1.1.3 For every 𝑐, 𝑑, and 𝑚 ≥ 2, there is an 𝑒 ≥ 1 and
𝑒

𝑐

a problem in NTIME[𝑛log 𝑛 ] which does not have depth-𝑑 𝑛log 𝑛 -size AC[𝑚] circuits,
even with 𝑛log

𝑐

𝑛

linear threshold gates at the bottom layer.

Note the lower bound exponent 𝑒 of Theorem 1.1.3 does, in principle, depend on
the depth of the circuit and the modulus 𝑚 of the MOD gates. By a standard trick,
it is easy to remove this dependence:
𝑒

Corollary 3.4.1 There is a 𝑒 ≥ 1 such that NTIME[𝑛log 𝑛 ] does not have polynomialsize ACC ∘ THR circuits.
𝑒

Proof. Assume for a contradiction that for all 𝑒 there is a 𝑑 such that NTIME[𝑛log 𝑛 ]
has depth-𝑑 ACC ∘ THR circuits of size 𝑂(𝑛𝑑 ). We observe the quantifiers can be
rearranged somewhat, in that the assumption implies:
(*) There are universal constants 𝑑0 , 𝑚0 ≥ 1 such that for all 𝑒, there is a 𝑑
𝑒

such that NTIME[𝑛log 𝑛 ] has depth-𝑑0 AC[𝑚0 ] ∘ THR circuits of size 𝑂(𝑛𝑑 ).
Statement (*) is true because assuming P is in ACC ∘ THR of polynomial size,
Circuit Evaluation has ACC ∘ THR circuits of polynomial size. As a consequence,
there are 𝑑0 , 𝑚0 such that any circuit of size 𝑠 (of any depth) can be simulated by
an AC[𝑚0 ] ∘ THR circuit of 𝑠𝑑0 size and depth 𝑑0 . However, (*) directly contradicts
Theorem 1.1.3 with 𝑐 = 1.
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3.5

Open Problems

We have shown how slightly faster Circuit Sat algorithms, even those distinguishing
unsatisifiable circuits from circuits with many satisfying assigments, can also imply
circuit lower bounds for the nondeterministic classes NP and NQP. This suggests that
the age-old problem of proving that NP does not have linear-size circuits may well be
in striking distance, or at least that we may find non-linear lower bounds for weak
circuit classes in the near future (however, note ENP ̸⊂ SIZE[𝑂(𝑛)] is still open, and
one has to prove this first!). We would like to draw attention to a few related open
problems:
NP versus ACC? The main obstacle to proving NP ̸⊂ ACC is the lack of a Gap
ACC Unsat algorithm which runs in 2(1−𝜀)𝑛 time on 2𝜀𝑛 -size circuits, for some 𝜀 >
0. The ACC-SAT algorithm used in the NQP lower bound applies the well-known
transformation of ACC to SYM ∘ AND [Yao90, BT94], which blows up the circuit by
a quasi-polynomial factor; because of this blow-up it does not seem possible to get
a much faster Gap ACC Unsat algorithm using this transformation. But perhaps a
better SAT algorithm can be derived under the assumption NP ⊂ ACC.
EXP or BPEXP lower bounds? We now have interesting circuit lower bounds
for Nondeterministic Quasi-Polynomial Time (NQP). We do not believe that NQP ⊆
EXP, but it seems very unlikely that EXP-complete problems are solvable in NQP;
EXP-complete problems ought to be just as hard. Can the framework be extended
further to show that faster Circuit Sat or Gap Unsat algorithms imply EXP lower
bounds? How about lower bounds for the randomized exponential time class, BPEXP?
It is known that if we have non-trivial learning algorithms for circuit classes with
appropriate parameters, then BPEXP lower bounds follow [FK09, OS17]. Perhaps
SAT algorithms can help expedite learning?
Reduce ENP ? In several settings [Wil10, JMV13, CGI+ 16], it is known that faster
SAT algorithms for weak classes of formulas would imply a circuit lower bound for the
(huge) class ENP . For example, a 1.9𝑛 -time nondeterministic CNF-UNSAT algorithm
would imply ENP does not have linear-size “Valiant-series-parallel” circuits [JMV13,
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CGI+ 16]. When can the gigantic class ENP be reduced to a smaller class?
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Chapter 4
Results on the Hardness of the
Minimum Size Circuit Problem
In this chapter, we prove that certain restricted NP-hardness reductions cannot exist
for MCSP:
Reminder of Theorem 1.2.1 For every 𝛿 < 1/2, there is no TIME(𝑛𝛿 ) reduction
from PARITY to MCSP. As a corollary, MCSP is not AC0[2]-hard under TIME(𝑛𝛿 )
reductions.1
Reminder of Theorem 1.2.2 For every 𝛿 < 1/5, there is no TIME(𝑛𝛿 ) randomized
reduction from PARITY to MCSP.
We also prove that the existence of other, less strict hardness reductions can imply
new lower bounds:
Reminder of Theorem 1.2.3 If MCSP is NP-hard under polynomial-time reductions, then EXP ̸= NP ∩ P/𝑝𝑜𝑙𝑦 . Consequently, EXP ̸= ZPP.
Reminder of Corollary 1.2.1 If MCSP is NP-hard under logspace reductions, then
PSPACE ̸= ZPP.
1

Dhiraj Holden and Chris Umans (personal communication) proved independently that there is
no TIME(poly(log 𝑛)) reduction from SAT to MCSP unless NEXP ⊂ Σ2 P.
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Reminder of Theorem 1.2.4 If MCSP is NP-hard under logtime-uniform AC0 reductions, then NP ̸⊂ P/poly and E ̸⊂ i.o.-SIZE(2𝛿𝑛 ) for some 𝛿 > 0. As a consequence,
P = BPP also follows.
Reminder of Theorem 1.2.5 If NMCSP is MA-hard under polynomial-time reductions,
then EXP ̸⊂ P/poly .

4.1

Intuition for the Results

The MCSP problem is a special kind of “meta-algorithmic” problem, where the input
describes a function (and a complexity upper bound) and the goal is to essentially
compute the circuit complexity of the function. That is, like many of the central
problems in theory, MCSP is a problem about computation itself.
In this chapter, we apply many tools from the literature to prove our results,
but the key idea is to exploit the meta-algorithmic nature of MCSP directly in the
assumed reductions to MCSP. We take advantage of the fact that instances of MCSP
are written in a rather non-succinct way: the entire truth table of the function is
provided. (This observation was also used by Kabanets and Cai [KC00], but not to
the same effect.)
For the simplest example of the approach, let 𝐿 be a unary (tally) language, and
suppose there is a TIME(poly(log 𝑛)) reduction 𝑅 from 𝐿 to MCSP. The outputs of 𝑅
are pairs ⟨𝑇, 𝑘⟩, where 𝑇 is a truth table and 𝑘 is the size parameter. Because every
bit of 𝑅 is computable in polylog time, it follows that each truth table 𝑇 output by 𝑅
can in fact be described by a polylogarithmic size circuit specifying the length of the
input instance of 𝐿, and the mechanics of the polylog time reduction used to compute
a given bit of 𝑅. Therefore the circuit complexities of all outputs of 𝑅 are at most
polylogarithmic in 𝑛 (the input length). Furthermore, the size parameters 𝑘 in the
outputs of 𝑅 on 𝑛-bit inputs are at most poly(log 𝑛), otherwise the MCSP instance is
trivially a yes instance. That is, the efficient reduction 𝑅 itself yields a strong upper
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bound on the witness sizes of the outputs of 𝑅.
This ability to bound 𝑘 from above by a small value based on the existence of an
efficient reduction to MCSP is quite powerful. It can also be carried out for more
complex languages. For example, consider a polylog time reduction from PARITY to
MCSP, where we are mapping 𝑛-bit strings to instances of MCSP. Given any polylog
time reduction from PARITY to MCSP, we can construct another polylog time reduction which on every 𝑛-bit string always outputs the same circuit size parameter
𝑘𝑛 . That is, we can turn any polylog time reduction into a natural reduction in the
sense of Kabanets and Cai [KC00], and apply their work to general reductions. (The
basic idea is to answer “no” to every bit query of the polylog time reduction when
computing k, and to then “pad” a given PARITY instance with a few strategically
placed zeroes, so that it always satisfies those “no” answers. Since k is small and
the reduction can make very few queries the amount of padding needed is relatively
small.)
Several of our theorems have the form that, if computing circuit complexity is
NP-hard (or nondeterministic circuit complexity is Σ2 P-hard), then circuit lower
bounds follow. This is intriguing to us, as one also expects that efficient algorithms for computing circuit complexity also lead to lower bounds! (For example, [KC00, IKW02b, Wil16] show that polynomial-time algorithms for MCSP in
various forms would imply circuit lower bounds against EXP and/or NEXP.) If a
circuit lower bound can be proved to follow from assuming MCSP is NP-intermediate
(or NMCSP is Σ2 P-intermediate), perhaps we can prove circuit lower bounds unconditionally without necessarily resolving the complexity of MCSP.

Encoding MCSP. There are several possible encodings of MCSP we could use.
The main point we wish to stress is that it’s possible to encode the circuit size
parameter 𝑘 in essentially unary or in binary, and our results remain the same. (This
is important, because some of our proofs superficially seem to rely on a short encoding
of 𝑘.) We illustrate our point with two encodings, both of which are suitable for the
reduction model of Definition 1.2.1. First, we may define MCSP to be the set of strings
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𝑇 𝑥 where |𝑇 | is the largest power of two satisfying |𝑇 | < |𝑇 𝑥| and 𝐶𝐶(𝑓𝑇 ) ≤ |𝑥|; we
call this a unary encoding because 𝑘 is effectively encoded in unary. (Note we cannot
detect if a string has the form 1𝑘 in logtime, so we shall let any 𝑘-bit string 𝑥 denote
the parameter 𝑘. Further note that, if the size parameter 𝑘 > |𝑇 |/2, then the instance
would be trivially a yes-instance (for a reference, see for example [Vol99a, p.28–31]).
Hence this encoding captures the “interesting” instances of the problem.) Second, we
may define MCSP to be the set of binary strings 𝑇 𝑘 such that |𝑇 | is the largest power
of two such that |𝑇 | < |𝑇 𝑘|, 𝑘 is written in binary (with most significant bit 1) and
𝐶𝐶(𝑓𝑇 ) ≤ 𝑘. Call this the binary encoding.
Note that these encodings may be undesirable if one really wants to allow trivial
yes instances in a reduction to MCSP where the size parameter 𝑘 is too large for the
instance to be interesting, or if one wants to allow 𝑇 to have length other than a
power of two. For those cases, the following binary encoding works: we can encode
the instance (𝑇, 𝑘) as the strings 𝑇 00𝑘 ′ such that 𝑘 ′ is 𝑘 written “in binary” over
the alphabet {01, 11}. There are also TIME(poly(log 𝑛)) reductions to and from this
encoding to the others above, mainly because 𝑘 ′ has length 𝑂(log 𝑛).
Proposition 4 There are TIME(poly(log 𝑛)) reductions between the unary encoding
of MCSP and the binary encoding of MCSP.
Proof.

We can reduce from the binary encoding to the unary encoding as follows.

Given an input 𝑦, perform a doubling search (probing positions 1, 2, 4, . . ., 2ℓ , etc.)
until a ⋆ character is returned. Letting 2ℓ < |𝑦| be the position of the last bit read,
this takes 𝑂(log |𝑦|) probes to the input. Then we may “parse” the input 𝑦 into 𝑇 as
the first 2ℓ bits, and integer 𝑘 ′ as the remainder. To process the integer 𝑘 ′ , we begin
by assuming 𝑘 ′ = 1, then we read in log |𝑦|) bits past the position 2ℓ , doubling 𝑘 ′
for each bit read and adding 1 when the bit read is 1, until 𝑘 ′ > |𝑦| (in which case
we don’t have to read further: the instance is trivially yes) or we read a ⋆ (in which
case we have determined the integer 𝑘 ′ ). Finally, if the bit position 𝑖 requested is at
most 2ℓ , then we output the identical bit from the input 𝑇 𝑘. If not, we print 1 if
′

𝑖 < 2ℓ + 𝑘 + 1, and ⋆ otherwise. The overall output of this reduction is 𝑇 1𝑘 where
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𝑘 < |𝑇 |. Since addition of 𝑂(log 𝑛) numbers can be done in 𝑂(log 𝑛) time, the above
takes poly(log 𝑛) time.
To reduce from the unary encoding to the binary encoding, we perform a doubling
search on the input 𝑦 as in the previous reduction, to find the largest ℓ such that
2ℓ < |𝑦|. Then we let the first 2ℓ bits be 𝑇 , and set the parameter 𝑘 = |𝑦| − 2ℓ − 1.
(Finding |𝑦| can be done via binary search in 𝑂(log |𝑦|) probes to the input.) From
here, outputting the 𝑖th bit of either 𝑇 or 𝑘 in the binary encoding is easy, since
|𝑘| = 𝑂(log |𝑦|).

Another variant of MCSP has the size parameter fixed to a large value; this version has been studied extensively in the context of KT-complexity [All01, ABK+ 06].
Define MCSP′ to be the version with circuit size parameter set to |𝑇 |1/2 , that is,
MCSP′ := {𝑇 | 𝐶𝐶(𝑇 ) ≤ |𝑇 |1/2 }. To the best of our knowledge, all theorems we
prove hold for MCSP′ as well; indeed most of the proofs only become simpler for this
case.

4.2

MCSP and Sub-Polynomial Time Reductions

In this section, we prove the following impossibility results for NP-hardness of MCSP:
Reminder of Theorem 1.2.1 For every 𝛿 < 1/2, there is no TIME(𝑛𝛿 ) reduction
from PARITY to MCSP. As a corollary, MCSP is not AC0[2]-hard under TIME(𝑛𝛿 )
reductions.
Reminder of Theorem 1.2.2 For every 𝛿 < 1/5, there is no TIME(𝑛𝛿 ) randomized
reduction from PARITY to MCSP.

4.2.1

Deterministic Reductions

The proof of the deterministic case has the following outline. First we show that
there are poly(log 𝑛)-time reductions from PARITY to itself which can “insert poly(𝑛)
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zeroes” into a PARITY instance. Then, assuming there is a TIME(𝑛𝛿 ) reduction
from PARITY to MCSP, we use the aforementioned zero-inserting algorithm to turn
the reduction into a “natural reduction” (in the sense of Kabanets and Cai [KC00])
from PARITY to MCSP, where the circuit size parameter 𝑘 output by the reduction
depends only on the input length 𝑛. Next, we show how to bound the value of 𝑘 from
˜ 𝛿 ), by exploiting naturalness. Then we use this bound on 𝑘 to construct
above by 𝑂(𝑛
˜

𝛿)

a depth-three circuit family of 2𝑂(𝑛

size, and appeal to Håstad’s AC0 lower bound

for PARITY for a contradiction.
We start with a simple poly(log 𝑛)-time reduction for padding a string with zeroes
in a poly(𝑛)-size set of prescribed bit positions. Let 𝑆 ∈ Zℓ for a positive integer ℓ.
We say 𝑆 is sorted if 𝑆[𝑖] < 𝑆[𝑖 + 1] for all 𝑖 = 1, . . . , ℓ − 1.
Proposition 5 Let 𝑝(𝑛) be a polynomial. There is an algorithm 𝐴 such that, given
𝑥 of length 𝑛, a sorted tuple 𝑆 = (𝑖1 , . . . , 𝑖𝑝(𝑛) ) of indices from {1, . . . , 𝑛 + 𝑝(𝑛)}, and
a bit index 𝑗 = 1, . . . , 𝑝(𝑛) + 𝑛, 𝐴(𝑥, 𝑆, 𝑗) outputs the 𝑗th bit of the string 𝑥′ obtained
by inserting zeroes in the bit positions 𝑖1 , 𝑖2 , . . . , 𝑖𝑝(𝑛) of 𝑥. Furthermore, 𝐴(𝑥, 𝑆, 𝑗)
runs in 𝑂(log2 𝑛) time on 𝑥 of length 𝑛.
Proof.

Given 𝑥 of length 𝑛, a sorted 𝑆 = (𝑖1 , . . . , 𝑖𝑝 ) ∈ {1, . . . , 𝑛 + 𝑝}𝑝 , and an

index 𝑗 = 1, . . . , 𝑛 + 𝑝, first 𝐴 checks if 𝑗 ∈ 𝑆 in 𝑂(log2 𝑛) time by binary search,
comparing pairs of 𝑂(log 𝑛)-bit integers in 𝑂(log 𝑛) time. If yes, then 𝐴 outputs 0.
If no, there are two cases: either (1) 𝑗 < 𝑖1 , or (2) 𝑖𝑘 < 𝑗 for some 𝑘 = 1, . . . , 𝑝. In
case (1), 𝐴 simply outputs 𝑥𝑗 . In case (2), 𝐴 outputs 𝑥𝑗−𝑘 . (Note that computing
𝑗 − 𝑘 is possible in 𝑂(log 𝑛) time.) It is easy to verify that the concatenation of all
outputs of 𝐴 over 𝑗 = 1, . . . , |𝑥| + 𝑝 is the string 𝑥 but with zeroes inserted in the bit
positions 𝑖1 , . . . , 𝑖𝑝 .



Let 𝑡(𝑛) = 𝑛1−𝜀 for some 𝜀 > 0. The next step is to show that a TIME(𝑡(𝑛))
reduction from PARITY to MCSP can be turned into a natural reduction, in the
following sense:
Definition 4.2.1 (Kabanets-Cai [KC00]) A reduction from a language 𝐿 to
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MCSP is natural if the size of all output instances and the size parameters 𝑘 depend
only on the length of the input to the reduction.
The main restriction in the above definition is that the size parameter 𝑘 output by
the reduction does not vary over different inputs of length 𝑛.
Claim 2 If there is a TIME(𝑡(𝑛)) reduction from PARITY to MCSP, then there is a
TIME(𝑡(𝑛) log2 𝑛) natural reduction from PARITY to MCSP. Furthermore, the value
˜
of 𝑘 in this natural reduction is 𝑂(𝑡(𝑛)).
Proof. By assumption, we can choose 𝑛 large enough to satisfy 𝑡(2𝑛) log(2𝑛) ≪ 𝑛.
We define a new (natural) reduction 𝑅′ from PARITY to MCSP:

𝑅′ (𝑥, 𝑖) begins by gathering a list of the bits of the input that affect the
size parameter 𝑘 of the output, for a hypothetical 2𝑛-bit input which has
zeroes in the positions read by 𝑅. This works as follows. We simulate
the TIME(𝑡(𝑛)) reduction 𝑅 from 𝐿 to MCSP on the output indices corresponding to bits of the size parameter 𝑘, as if 𝑅 is reading an input
𝑥′ of length 2𝑛. When 𝑅 attempts to read a bit of the input, record
the index 𝑖𝑗 requested in a list 𝑆, and continue the simulation as if the
bit at position 𝑖𝑗 is a 0. Since the MCSP instance is polynomial in size,
𝑘 written in binary is at most 𝑂(log 𝑛) bits (otherwise we may simply
output a trivial “yes” instance), so the number of indices of the output
that describe 𝑘 is at most 𝑂(log 𝑛) in the binary encoding. It follows that
the size parameter 𝑘 in the output depends on at most 𝑡(2𝑛) log(2𝑛) bits
of the (hypothetical) 2𝑛-bit input. Therefore |𝑆| ≤ 𝑡(2𝑛) log(2𝑛). Sort
𝑆 = (𝑖1 , . . . , 𝑖|𝑆| ) in 𝑂(𝑡(𝑛) log2 𝑛) time, and remove duplicate indices.
𝑅′ then simulates the TIME(𝑡(𝑛)) reduction 𝑅(𝑥, 𝑖) from PARITY to
MCSP. However, whenever an input bit 𝑗 of 𝑥 is requested by 𝑅, if
𝑗 ≤ 𝑛 + |𝑆| then run the algorithm 𝐴(𝑥, 𝑆, 𝑗) from Proposition 5 to instead obtain the 𝑗th bit of the 𝑂(𝑛 + |𝑆|)-bit string 𝑥′ which has zeroes
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in the bit positions in the sorted tuple 𝑆. Otherwise, if 𝑗 > 𝑛 + |𝑆| and
𝑗 ≤ 2𝑛 then output 0, and if 𝑗 > 2𝑛 then output ⋆ (out of bounds). Since
the algorithm of Proposition 5 runs in 𝑂(log2 𝑛) time, this step of the
reduction takes 𝑂(𝑡(𝑛) log2 𝑛) time.
That is, the reduction 𝑅′ first looks for all the bits in a 2𝑛-bit input that affect the
output size parameter 𝑘 in the reduction 𝑅, assuming the bits read are all 0. Then 𝑅′
runs 𝑅 on a simulated 2𝑛-bit string 𝑥′ for which all those bits are zero (and possibly
more at the end, to enforce |𝑥′ | = 2𝑛). Since the parity of 𝑥′ equals the parity of 𝑥,
the MCSP instance output by 𝑅′ is a yes-instance if and only if 𝑥 has odd parity.
However for the reduction 𝑅′ , the output parameter 𝑘 is now a function of only the
input length; that is, 𝑅′ is natural.
Now let us argue for an upper bound on 𝑘. Define a function 𝑓 (𝑖) which computes
𝑧 := 0𝑛 , then runs and outputs 𝑅′ (𝑧, 𝑖). Since instances of MCSP are not exact powers
of 2, assume that this function adds zero padding at the end, outputting zero when
the index is out of range. Some prefix of the truth table of 𝑓 , 𝑡𝑡(𝑓 ), is therefore an
instance of MCSP. Since 𝑅′ is natural, the value of 𝑘 appearing in 𝑡𝑡(𝑓 ) is the same
as the value of 𝑘 for all length-𝑛 instances of PARITY.
However, the circuit complexity of 𝑓 is small : on any 𝑖, 𝑅′ (0𝑛 , 𝑖) can be computed
in time 𝑂(𝑡(𝑛) log2 𝑛). Therefore the circuit complexity of 𝑓 is at most some 𝑠 which
˜
is 𝑂(𝑡(𝑛)).
In particular, the TIME(𝑡(𝑛) log2 𝑛) reduction can be efficiently converted
to a circuit, with any bit of the input 0𝑛 efficiently computed in 𝑂(log 𝑛) time at
every request (the only thing to check is that the index requested doesn’t exceed 𝑛).
As the function 𝑓 has 𝐶𝐶(𝑓 ) ≤ 𝑠, by Lemma 2.0.1 the truth table 𝑇 corresponding
to the instance of MCSP in 𝑡𝑡(𝑓 ) has 𝐶𝐶(𝑇 ) ≤ 𝑐𝑠 as well for some constant 𝑐.
Since 0𝑛 has even parity, the truth table of 𝑓 is not in MCSP. This implies that the
˜
value of 𝑘 in the instance 𝑡𝑡(𝑓 ) must be less than 𝑐𝑠 = 𝑂(𝑡(𝑛)).
Therefore the value
˜
of 𝑘 fixed in the reduction from PARITY to MCSP must be at most 𝑂(𝑡(𝑛)
log2 𝑛).

Finally, we can complete the proof of Theorem 1.2.1:
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Proof of Theorem 1.2.1. Suppose that PARITY has a TIME(𝑛𝛿 ) reduction from
PARITY to MCSP, for some 𝛿 < 1/2. Then by Claim 2, there is a reduction 𝑅′
˜ 𝛿 log2 𝑛) for which the witness circuit has size at most 𝑂(𝑛
˜ 𝛿 ).
running in time 𝑂(𝑛
Such an algorithm can be used to construct a depth-three OR-AND-OR circuit of
˜

𝛿)

size 2𝑂(𝑛

that solves PARITY: the top OR at the output has incoming wires for
˜

𝛿)

all possible 2𝑂(𝑛

existential guesses for the witness circuit 𝐶, the middle AND has

incoming wires for all 𝑛𝑂(1) bits 𝑖 of the truth table produced by the reduction 𝑅′ ,
˜ 𝛿 ) bits, checking whether
and the remaining deterministic computation on 𝑛 + 𝑂(𝑛
𝐶(𝑖) = 𝑅′ (𝑥, 𝑖) on all inputs 𝑖, is computable with a CNF (AND of ORs) of size
˜

𝛿

2𝑂(𝑛 ) . Therefore, the assumed reduction implies that PARITY has depth-three AC0
˜

𝛿

circuits of size 2𝑂(𝑛 ) . For 𝛿 < 1/2, this is false by Håstad (Theorem 2.0.2).

4.2.2



Randomized Reductions

Now we turn to proving that PARITY doesn’t have ultra-efficient randomized reductions to MCSP (Theorem 1.2.2). The proof of Theorem 1.2.2 mostly follows the same
form as the deterministic case. Starting with a reduction from PARITY to MCSP,
we add a poly(log 𝑛)-time reduction from PARITY to itself that can insert “poly(n)”
zeroes to a PARITY instance, in such a way that the reduction is converted into
a “natural reduction”. (Recall that a natural reduction to MCSP creates instances
whose size parameter 𝑘 only depends on the length of the input string.) From this
reduction, we can construct a faster algorithm for PARITY which can be converted
into a constant depth circuit family that contradicts Håstad’s AC0 lower bound for
PARITY. However, there are new complications that appear in the randomized case.
First, for every fixed random string 𝑟, a TIME(𝑡(𝑛)) reduction 𝑅 (with randomness
𝑟) can only depend on 𝑂(𝑡(𝑛)) bits of the input. However, since every random string
can depend on a different set of input bits, a deterministic padding reduction cannot
fix the value of 𝑘 in every case. To solve this problem, it is enough to make the
padding reduction randomized as well, and argue that 𝑘 is fixed to a specific value
with high probability. To this end, we begin with a proposition:
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Proposition 6 Let 𝑝(𝑛) be a polynomial. There is an algorithm 𝐴′ which, given
𝑥 of length 𝑛, 𝑟 of length log2 (𝑝(𝑛)) (interpreted as an integer), and a bit index
𝑗 = 1, · · · , 𝑝(𝑛) · 𝑛, 𝐴′ (𝑥, 𝑟, 𝑗) outputs the 𝑗th bit of the string 𝑥′ obtained by inserting
𝑝(𝑛) − 1 zeroes between each consecutive pair of bits of the string 𝑥, 𝑟 zeroes before
the first bit, and 𝑝(𝑛) − (𝑟 + 1) bits after the last bit. Furthermore, 𝐴(𝑥, 𝑟, 𝑗) runs in
𝑂(log(𝑛) + log(𝑝(𝑛))) time.
Proof.

Given 𝑥 of length 𝑛, 𝑟 of length log(𝑝(𝑛)), and 𝑗 ≤ 𝑛 · 𝑝(𝑛), compute 𝑗1 , 𝑗2

such that 𝑗 = 𝑗1 · 𝑝(𝑛) + 𝑗2 . If 𝑗2 = 𝑟, then output the 𝑗1 th bit of 𝑥. Otherwise,
output 0. Since division (with remainder) of unsigned integers can be computed in
time linear in the number of bits, the algorithm runs in 𝑂(log(𝑝(𝑛)) + log(𝑛)) time.

Essentially, this reduction algorithm 𝐴′ takes the original instance and embeds it
uniformly spaced into a string of 𝑛(𝑝(𝑛) − 1) zeroes, and the randomness 𝑟 determines
where in the all-zeroes string to start inserting bits of the original input. We will
crucially use the following fact: over all choices of 𝑟, the probability that a random
output bit of 𝑅′ comes from the original input 𝑥 is 1/𝑝(𝑛). This is true because in
every substring of 𝑥′ of 𝑝(𝑛) bits, there is exactly one bit of the original input 𝑥, and
the position of that input bit is uniformly distributed across all 𝑝(𝑛) indices by the
value of 𝑟.
Claim 3 Let 𝑐 ∈ (0, 1). If there is a TIME(𝑛𝑐 ) randomized reduction 𝑅 from PAR𝑐

˜ 1−𝑐 )) natural randomized reduction 𝑅′ from
ITY to MCSP, then there is a TIME(𝑂(𝑛
PARITY to MCSP. Furthermore, the value of the size parameter 𝑘 in this natural
𝑐
˜ 1−𝑐
reduction is 𝑂(𝑛
).

Again, this result follows from the deterministic case (Claim 2), though the instance
requires much more padding. Also, since the padding is randomized and does not
depend on the algorithm 𝑅, the reduction 𝑅′ does not have to simulate 𝑅 to determine
which of the input bits the value of 𝑘 depends on.
Proof.

Suppose there is a TIME(𝑛𝑐 ) randomized reduction 𝑅 from PARITY to
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MCSP. Define a reduction 𝑅′ (𝑥, 𝑟1 𝑟2 , 𝑖) which simply simulates and returns the output
of 𝑅(𝑥′ , 𝑟1 , 𝑖), where
𝑥′ = 𝐴′ (𝑥, 𝑟2 , 1) · 𝐴′ (𝑥, 𝑟2 , 2) · · · 𝐴′ (𝑥, 𝑟2 , |𝑥| · 𝑝(|𝑥|))
is the PARITY instance produced by running the randomized padding algorithm 𝐴′
from Proposition 6 on randomness 𝑟2 , and 𝑝(𝑛) is a polynomial to be specified later.
Since 𝑅 is a local reduction, the string 𝑥′ is implicit, and does not need to be stored
in memory: whenever 𝑅 attempts to read the 𝑗th bit of 𝑥′ (for some 𝑗), 𝑅′ computes
𝐴′ (𝑥, 𝑟2 , 𝑗) and continues the simulation using this value as the 𝑗th bit of 𝑥′ . Since 𝐴′
runs in logarithmic time, the reduction 𝑅′ runs in time 𝑂(|𝑥|𝑐 · 𝑝(|𝑥|)𝑐 log𝑑 (|𝑥|)) for
some constant 𝑑 > 0.
Let 𝑛 = |𝑥|, and fix 𝑟1 , the randomness for reduction 𝑅. The probability that a
given bit read by 𝑅 is not a padding bit is

1
;
𝑝(𝑛)

since 𝑟1 and 𝑟2 are independent,

this is true for every bit read by 𝑅. For a fixed string 𝑟1 , the algorithm 𝑅 becomes
a standard deterministic reduction; in that case, the value of 𝑘 depends on at most
𝑂((𝑛·𝑝(𝑛))𝑐 log(𝑛·𝑝(𝑛))) input bits. By a union bound, the probability over all values
of 𝑟2 that at least one read bit is not a padding bit is at most
𝑂((𝑛 · 𝑝(𝑛))𝑐 log(𝑛 · 𝑝(𝑛)))
≤ 𝑂(𝑛𝑐 · 𝑝(𝑛)𝑐 · log(𝑛))/𝑝(𝑛).
𝑝(𝑛)
1

1
Setting 𝑝(𝑛) = 𝑛 1−𝑐 −1 · log𝑒 (𝑛) for a constant 𝑒 > 1 (using ( 1−𝑐
− 1) log 𝑛 + 𝑒 log log 𝑛)

random bits in the PARITY reduction), the probability that the value of 𝑘 depends
on a non-padding bit is at most

𝑂(1)
.
log𝑒−1−𝑐𝑒 𝑛

Noting that 𝑐 < 1, and setting 𝑒 to be

sufficiently large, the reduction 𝑅′ has a high probability of fixing the value of 𝑘 to a
constant, and the probability that the reduction both fixes 𝑘 to a constant and maps
to a correct instance of MCSP is at least 1 − 𝑝 − 𝑜(1) > 1 − 𝑝′ for some constant
𝑝′ < 1/2. Therefore this randomized reduction is natural.
Under the above setting of 𝑝(𝑛), the instance 𝑥′ produced by the padding reduction
1

𝐴′ has size 𝑛 · 𝑝(𝑛) = 𝑛 1−𝑐 log𝑒 (𝑛), and running the given reduction 𝑅 on 𝑥′ takes
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𝑐
˜ ′ |𝑐 ) = 𝑂(𝑛
˜ 1−𝑐
time 𝑂(|𝑥
).

Given the natural reduction 𝑅′ , define a family of functions 𝑓 (𝑖) = 𝑅′ (0𝑛 , 𝑟𝑛 , 𝑖),
where 𝑟𝑛 is a random string that maps 0𝑛 to a no instance of MCSP. Since at least
1 − 𝑝′ of all random strings meet this requirement, such an 𝑟𝑛 must exist. As in
the deterministic case, the circuit complexity of 𝑓 is small, since 𝑅′ (0𝑛 , 𝑟𝑛 , 𝑖) can
𝑐

be computed in time 𝑂(𝑛 1−𝑐 ). Treating the randomness as hardwired advice, this
𝑐
˜ 1−𝑐
reduction can be efficiently converted to a circuit of size 𝑂(𝑛
). As a result, the
𝑐
˜ 1−𝑐
truth table 𝑇 produced by the reduction 𝑅′ on input (0𝑛 , 𝑟𝑛 ) has 𝐶𝐶(𝑇 ) ≤ 𝑂(𝑛
);

since the output of 𝑅′ is not an instance of MCSP, we can conclude that the fixed
𝑐
˜ 1−𝑐
value of 𝑘 is at most 𝑂(𝑛
).



Finally, we complete the proof of Theorem 1.2.2:
Proof of Theorem 1.2.2.

Suppose that PARITY does have a TIME(𝑛𝛿 ) ran-

domized reduction to MCSP, for some 𝛿 < 1/5. Then by applying Claim 3, there is
𝛿
˜ 1−𝛿
a natural randomized reduction 𝑅′ running in 𝑂(𝑛
) time for which 𝑘 is at most
(︁ 𝛿 )︁
˜ 𝑛 1−𝛿 . Let 𝛿 ′ = 𝛿 . If 𝛿 < 1/5, then 𝛿 ′ < 1/4, which means that there is a
𝑂
1−𝛿
′

˜ 𝛿 )) randomized reduction.
TIME(𝑂(𝑛
˜

𝛿′

We can construct a depth-five circuit for PARITY of size 2𝑂(𝑛 ) , as follows. For
˜ 𝛿′ )-bit random string 𝑟 used by the reduction, we can simulate the
each possible 𝑂(𝑛
′

˜ 𝛿 )) reduction by taking an OR over all possible
deterministic part of the TIME(𝑂(𝑛
(︁ 𝛿 )︁
˜ 𝑛 1−𝛿
witness circuits of size 𝑂
which may compute the output of the reduction 𝑅′
on input 𝑥, then taking an AND over all possible inputs to the circuit to verify the
˜ 𝛿′ ) bits can be computed with
guess (the remaining deterministic computation on 𝑂(𝑛
(︂
)︂
𝛿

˜ 𝛿′ )
𝑂(𝑛

a CNF of size 2

˜ 𝑛 1−𝛿
𝑂

). This would be a depth-three circuit 𝐶𝑟 of size 2

solving

the generated MCSP instance, for a fixed random string 𝑟.
˜

𝛿′ )

There are 2𝑂(𝑛

possible random strings to be given as input to the reduction.

Using depth-three (OR-AND-OR) circuits for Approximate-Majority (Ajtai [Ajt83])
˜

𝛿′

of size 2𝑂(𝑛 ) , we can compute the correct output over all possible depth-three circuits
𝐶𝑟 . Merging the bottom OR of the Approximate Majority circuit with the top ORs of
the 𝐶𝑟 , we obtain a depth-five circuit computing PARITY. Therefore, the reduction
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˜

𝛿′

implies that PARITY has depth-5 circuits of size 2𝑂(𝑛 ) . For 𝛿 ′ < 1/4 this is false,


by Håstad (Theorem 2.0.2).

Remark 2 We used only the following properties of PARITY in the above proof:
(a) one can insert zeroes into a string efficiently without affecting its membership
in PARITY, (b) PARITY has trivial no-instances (strings of all zeroes), and (c)
PARITY lacks small constant-depth circuits. We imagine that some of the ideas in
the above proof may be useful for other “non-hardness” results in the future.

4.3

NP-Hardness of MCSP Implies Lower Bounds

We now turn to stronger reducibility notions, showing that even NP-hardness of
MCSP under these reductions implies separation results that currently appear out of
reach.

4.3.1

Consequences of NP-Hardness Under Polytime and
Logspace Reductions

Our two main results here are:
Reminder of Theorem 1.2.3 If MCSP is NP-hard under polynomial-time reductions, then EXP ̸= NP ∩ P/𝑝𝑜𝑙𝑦 . Consequently, EXP ̸= ZPP.
Reminder of Corollary 1.2.1 If MCSP is NP-hard under logarithmic space reductions, then PSPACE ̸= ZPP.
These theorems follow from establishing that the NP-hardness of MCSP and small
circuits for EXP implies NEXP = EXP. In fact, it suffices that MCSP is hard for only
sparse languages in NP. (Recall that a language 𝐿 is sparse if there is a 𝑐 such that
for all 𝑛, |𝐿 ∩ {0, 1}𝑛 | ≤ 𝑛𝑐 + 𝑐.)
Theorem 4.3.1 If every sparse language in NP has a polynomial-time reduction to
MCSP, then EXP ⊆ P/𝑝𝑜𝑙𝑦 =⇒ EXP = NEXP.
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Proof. Suppose that MCSP is hard for sparse NP languages under polynomial-time
𝑐

reductions, and that EXP ⊆ P/𝑝𝑜𝑙𝑦 . Let 𝐿 ∈ NTIME(2𝑛 ) for some 𝑐 ≥ 1. It is enough
to show that 𝐿 ∈ EXP.
|𝑥|𝑐

Define the padded language 𝐿′ := {𝑥012

| 𝑥 ∈ 𝐿}. The language 𝐿′ is then a

sparse language in NP. By assumption, there is a polynomial time reduction from 𝐿′
to MCSP. Composing the obvious reduction from 𝐿 to 𝐿′ with the reduction from
′

′

𝑐

𝑐

𝐿′ to MCSP, we have a 2𝑐 ·𝑛 -time reduction 𝑅 from 𝑛-bit instances of 𝐿 to 2𝑐 ·𝑛 -bit
instances of MCSP, for some constant 𝑐′ . Define the language
BITS𝑅 := {(𝑥, 𝑖) | the 𝑖th bit of 𝑅(𝑥) is 1}.
BITS𝑅 is clearly in EXP. Since EXP ⊆ P/𝑝𝑜𝑙𝑦 , for some 𝑑 ≥ 1 there is a circuit family
{𝐶𝑛 } of size at most 𝑛𝑑 + 𝑑 computing BITS𝑅 on 𝑛-bit inputs.
Now, on a given instance 𝑥 of 𝐿, the circuit 𝐷(𝑖) := 𝐶2|𝑥|+𝑐′ ·|𝑥|𝑐 (𝑥, 𝑖) has 𝑐′ ·|𝑥|𝑐 inputs
′

𝑐

(ranging over all possible 𝑖 = 1, . . . , 2𝑐 ·|𝑥| ) and size at most 𝑠(|𝑥|) := (2 + 𝑐′ )𝑑 |𝑥|𝑐𝑑 + 𝑑,
such that the output of 𝑅(𝑥) is 𝑡𝑡(𝐷) (the truth table of D). Therefore, for every 𝑥,
the truth tables output by 𝑅(𝑥) all have circuit complexity at most 𝑒 · 𝑠(|𝑥|) for some
constant 𝑒, by Lemma 2.0.1. This observation leads to the following exponential time
algorithm for 𝐿:

On input 𝑥, run the reduction 𝑅(𝑥), obtaining an exponential sized instance ⟨𝑇, 𝑘⟩ of MCSP. If 𝑘 > 𝑒 · 𝑠(|𝑥|) then accept. Otherwise, cycle
through every circuit 𝐸 of size at most 𝑘; if 𝑡𝑡(𝐸) = 𝑇 then accept. If no
such 𝐸 is found, reject.

Producing the truth table 𝑇 takes exponential time, and checking all 2𝑂(𝑠(𝑛) log 𝑠(𝑛))
circuits of size 𝑂(𝑠(𝑛)) on all polynomial sized inputs to the truth table also takes
exponential time. As a result 𝐿 ∈ EXP, which completes the proof.



The same argument can be used to prove collapses for other reducibilities. For
example, swapping time for space in the proof of Theorem 4.3.1, we obtain:
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Corollary 4.3.1 If MCSP is NP-hard under logspace reductions, then PSPACE ⊆
P/𝑝𝑜𝑙𝑦 =⇒ NEXP = PSPACE.
Theorem 4.3.1 shows that complexity class separations follow from establishing
that MCSP is NP-hard in the most general sense. We now prove Theorem 1.2.3, that
NP-hardness of MCSP implies EXP ̸= NP ∩ P/𝑝𝑜𝑙𝑦 :
Proof of Theorem 1.2.3.

By contradiction. Suppose MCSP is NP-hard and

EXP = NP ∩ P/𝑝𝑜𝑙𝑦 . Then EXP ⊂ P/𝑝𝑜𝑙𝑦 implies NEXP = EXP by Theorem 4.3.1, but
NEXP = EXP ⊆ NP, contradicting the nondeterministic time hierarchy [Žák83].



Corollary 1.2.1 immediately follows from the same argument as Theorem 1.2.3,
applying Corollary 4.3.1.
We would like to strengthen Theorem 1.2.3 to show that the NP-hardness of MCSP
actually implies circuit lower bounds such as EXP ̸⊂ P/𝑝𝑜𝑙𝑦 . This seems like a more
natural consequence: an NP-hardness reduction would presumably be able to print
truth tables of high circuit complexity from no-instances of low complexity. (Indeed
this is the intuition behind Kabanets and Cai’s results concerning “natural” reductions [KC00].)

4.3.2

Consequences of NP-Hardness under AC0 Reductions

Now we turn to showing consequences of assuming that MCSP is NP-hard under
uniform AC0 reductions. Here we obtain consequences so strong that we are skeptical
the hypothesis is true.
Reminder of Theorem 1.2.4 If MCSP is NP-hard under logtime-uniform AC0 reductions, then NP ̸⊂ P/poly and E ̸⊂ i.o.-SIZE(2𝛿𝑛 ) for some 𝛿 > 0. As a consequence,
P = BPP also follows.
We will handle the two consequences in two separate theorems.
Theorem 4.3.2 If MCSP is NP-hard under LOGTIME-uniform AC0 reductions,
then NP ⊆ P/𝑝𝑜𝑙𝑦 =⇒ NEXP ⊆ P/𝑝𝑜𝑙𝑦 .
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Proof. The proof is similar in spirit to that of Theorem 4.3.1. Suppose that MCSP
is NP-hard under LOGTIME-uniform AC0 reductions, and that NP ⊆ P/𝑝𝑜𝑙𝑦 . Then
Σ𝑘 P ⊆ P/𝑝𝑜𝑙𝑦 for every 𝑘 ≥ 1.
𝑐

Let 𝐿 ∈ NEXP; in particular, let 𝐿 ∈ NTIME(2𝑛 ) for some 𝑐. As in Theorem 4.3.1,
𝑐

define the sparse NP language 𝐿′ = {𝑥01𝑡 | 𝑥 ∈ 𝐿, 𝑡 = 2|𝑥| }. By assumption, there is
a LOGTIME-uniform AC0 reduction 𝑅 from the sparse language 𝐿′ to MCSP. This
reduction can be naturally viewed as a Σ𝑘 P reduction 𝑆(·, ·) from 𝐿 to exponentialsized instances of MCSP, for some constant 𝑘. In particular, 𝑆(𝑥, 𝑖) outputs the 𝑖th
bit of the reduction 𝑅 on input 𝑥01𝑡 , and 𝑆 can be implemented in Σ𝑘 P, and hence
in P/poly as well.
𝑐

That is, for all inputs 𝑥, the string 𝑆(𝑥, 1) · · · 𝑆(𝑥, 2𝑂(|𝑥| ) ) is the truth table of a
function with poly(|𝑥|)-size circuits. Therefore by Lemma 2.0.1, the truth table of the
MCSP instance being output on 𝑥 must have a poly(|𝑥|)-size circuit. We can then
decide 𝐿 in Σ𝑘+2 P time: on an input 𝑥, existentially guess a circuit 𝐶 of poly(|𝑥|)
size, then for all inputs 𝑦 to 𝐶, verify that 𝑆(𝑥, 𝑦) = 𝐶(𝑦). The latter equality can
be checked in Σ𝑘 P. As a result, we have NEXP ⊆ Σ𝑘+2 P ⊆ P/𝑝𝑜𝑙𝑦 .



Theorem 4.3.3 If MCSP is NP-hard under P-uniform AC0 reductions, then there is
a 𝛿 > 0 such that E ̸⊂ i.o.-SIZE(2𝛿𝑛 ). As a consequence, P = BPP also follows from
the same assumption (Impagliazzo and Wigderson [IW97]).
Proof.

Assume the opposite: that MCSP is NP-hard under P-uniform AC0 reduc-

tions and for every 𝜖 > 0, E ⊂ i.o.-SIZE(2𝜖𝑛 ). By Agrawal et al. [AAI+ 01] (Theorem
4.1), all languages hard for NP under P-uniform AC0 reductions are also hard for
NP under P-uniform NC0 reductions. Therefore MCSP is NP-hard under P-uniform
NC0 reductions. Since in an NC0 circuit all outputs depend on a constant number of
input bits, the circuit size parameter 𝑘 in the output of the reduction depends on only
𝑂(log 𝑛) input bits. Similar to the argument given for Claim 2, the NC0 reduction
from PARITY to MCSP can be converted into a natural reduction. Therefore we
may assume that the size parameter 𝑘 in the output of the reduction is a function of
only the length of the input to the reduction. (Nevertheless, we are not yet done at
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this point: the P-uniformity prevents us from upper-bounding the circuit complexity
of the MCSP instances output by this reduction. Our additional hypothesis will let
us do precisely that.)
Let 𝑅 be a polynomial-time algorithm that on input 1𝑛 produces a P-uniform NC0
circuit 𝐶𝑛 on 𝑛 inputs that reduces PARITY to MCSP. Fix 𝑐 such that 𝑅 runs in at
most 𝑛𝑐 + 𝑐 time and every truth table produced by the reduction is of length at most
𝑛𝑐 + 𝑐. Define an algorithm 𝑅′ as follows:

On input (𝑛, 𝑖, 𝑏), where 𝑛 is a binary integer, 𝑖 ∈ {1, . . . , 𝑛𝑐 + 𝑐}, and
𝑏 ∈ {0, 1}, run 𝑅(1𝑛 ) to produce the circuit 𝐶𝑛 , then evaluate 𝐶𝑛 (0𝑛 ) to
produce a truth table 𝑇𝑛 . If 𝑏 = 0, output the 𝑖𝑡ℎ bit of 𝐶𝑛 . If 𝑏 = 1,
output the 𝑖𝑡ℎ bit of 𝑇𝑛 .

For an input (𝑛, 𝑖, 𝑏), 𝑅′ runs in time 𝑂(𝑛𝑐 ); when 𝑚 = |(𝑛, 𝑖, 𝑏)|, this running
time is 2𝑂(𝑚) ≤ 𝑛𝑂(1) . By assumption, for every 𝜀 > 0, 𝑅′ has circuits {𝐷𝑚 } of size
𝑂(2𝜀𝑚 ) ≤ 𝑂(𝑛(𝑐+2)2𝜀 ) for infinitely many input lengths 𝑚. This has two important
consequences:
1. For every 𝜖 > 0 there are infinitely many input lengths 𝑚 = 𝑂(log 𝑛) such that
the size parameter 𝑘 in the natural reduction from PARITY to MCSP is at
most 𝑛2𝜖 (or, the instance is trivial). To see this, first observe that 0𝑛 is always
a no-instance of PARITY, so 𝑅(0𝑛 ) always maps to a truth table 𝑇𝑚 of circuit
complexity greater than 𝑘(𝑛) (for some 𝑘(𝑛)). Since 𝑅′ (𝑛, 𝑖, 1) prints the 𝑖𝑡ℎ
bit of 𝑅(0𝑛 ), and the function 𝑅′ (𝑛, ·, 1) is computable with an 𝑂(𝑛(𝑐+2)2𝜀 )-size
circuit 𝐷𝑛 , the circuit complexity of 𝑇𝑚 is at most 𝑂(𝑛(𝑐+2)2𝜀 ), by Lemma 2.0.1.
Therefore the output size parameter 𝑘 of 𝑅(0𝑛 ) for these input lengths 𝑚 is at
most 𝑂(𝑛2𝜖 ).
2. On the same input lengths 𝑚 for which 𝑘 is 𝑂(𝑛(𝑐+2)2𝜀 ), the same circuit 𝐷𝑚 of
size 𝑂(𝑛(𝑐+2)2𝜀 ) can compute any bit of the NC0 circuit 𝐶𝑛 that reduces PARITY
to MCSP. This follows from simply setting 𝑏 = 0 in the input of 𝐷𝑚 .
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The key point is that both conditions are simultaneously satisfied for infinitely
many input lengths 𝑚, because both computations are made by the same 2𝑂(𝑛) time
˜

𝛾)

algorithm 𝑅′ . We use these facts to construct depth 3 circuits of size 2𝑂(𝑛

for

𝛾 = 2𝜀(𝑐 + 2) that computes parity for infinitely many input lengths 𝑚. As with
˜ 𝛾)
previous proofs, the top OR has incoming wires for all possible circuits of size 𝑂(𝑛
and the middle AND has wires for all possible bits 𝑖 of the truth table produced by
˜

𝛾

the reduction. At the bottom, construct a CNF of size 2𝑂(𝑛 ) computing the following
˜ 𝛾 )) algorithm 𝐴:
TIME(𝑂(𝑛
On input (𝑥, 𝐶 ′ , 𝑖, 𝐷), where 𝑛 = |𝑥| and 𝐷 is an 𝑂(𝑛𝛾 ) size circuit with
𝑚 = 𝑂(log 𝑛) inputs:
Assume 𝐷 computes 𝑅′ (𝑛, 𝑖, 𝑏) on inputs such that 𝑚 = |(𝑛, 𝑖, 𝑏)|. Evaluate 𝐷 on 𝑛, 𝑂(log 𝑛) different choices of 𝑖, and 𝑏 = 0, to construct the
portion of the NC0 circuit 𝐶𝑛 that computes the size parameter 𝑘 in the
output of the reduction from PARITY to MCSP. Then, use this 𝑂(log 𝑛)size subcircuit to compute the value of 𝑘 for the input length 𝑛.
Check that 𝐶 ′ is a circuit of size at most 𝑘 on inputs of length |𝑖|. We wish
to verify that 𝐶 ′ (𝑖) outputs the 𝑖𝑡ℎ bit of the truth table 𝑇𝑥 produced by
the NC0 reduction on input 𝑥. We can verify this by noting that the 𝑖𝑡ℎ
bit of 𝑇𝑥 can also be computed in 𝑂(𝑛𝛾 ) time, via 𝐷. Namely, produce the
𝑂(1)-size subcircuit that computes the 𝑖𝑡ℎ output bit of the NC0 circuit
𝐶𝑛 (by making a constant number of queries to 𝐷 with 𝑏 = 0). Then,
simulate the resulting 𝑂(1)-size subcircuit on the relevant input bits of 𝑥
to compute the 𝑖𝑡ℎ bit of 𝑇𝑥 , and check that 𝐶 ′ (𝑖) equals this bit. If all
checks pass, accept, else reject.
Assuming the circuit 𝐷 actually computes 𝑅′ , 𝐴(𝑥, 𝐶 ′ , 𝑖, 𝐷) checks whether 𝐶 ′ (𝑖)
computes the 𝑖th bit of the NC0 reduction. Taken as a whole, the depth-3 circuit
computes PARITY correctly. For every 𝜀 > 0, there are infinitely many 𝑚 such that
the circuit size parameter 𝑘 is at most 𝑂(2𝜀𝑚 ) ≤ 𝑂(𝑛(𝑐+2)2𝜖 ), and the circuit 𝐷 of
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size 𝑂(2𝜀𝑚 ) ≤ 𝑂(𝑛(𝑐+2)2𝜀 ) exists. Under these conditions, the above algorithm 𝐴 runs
˜ 𝛾 ) time. As a result, for every 𝛾 > 0 we can find for infinitely many 𝑛 such
in 𝑂(𝑛
˜

𝛾)

that has a corresponding depth-3 AC0 circuit of 2𝑂(𝑛

size. Suppose we hardwire the

𝑂(𝑛2𝜖 )-size circuit 𝐷 that computes 𝑅′ into the corresponding AC0 circuit, on input
lengths 𝑛 for which 𝐷 exists. Then for all 𝛾 > 0, PARITY can be solved infinitely
˜

𝛾)

often with depth-3 AC0 circuits of 2𝑂(𝑛

size, contradicting Håstad (Theorem 2.0.2).


Proof of Theorem 1.2.4. Suppose MCSP is NP-hard under logtime-uniform AC0
reductions. The consequence E ̸⊂ SIZE(2𝛿𝑛 ) was already established in Theorem 4.3.3.
The consequence NP ̸⊂ P/𝑝𝑜𝑙𝑦 follows immediately from combining Theorem 4.3.2 and


Theorem 4.3.3.

4.3.3

The Hardness of Nondeterministic Circuit Complexity

Finally, we consider the generalization of MCSP to the nondeterministic circuit model.
Recall that a nondeterministic circuit 𝐶 of size 𝑠 takes two inputs, a string 𝑥 on 𝑛 bits
and a string 𝑦 on at most 𝑠 bits. We say 𝐶 computes a function 𝑓 : {0, 1}𝑛 → {0, 1}
if for all 𝑥 ∈ {0, 1}𝑛 , 𝑓 (𝑥) = 1 ⇐⇒ there is a 𝑦 of length at most 𝑠 such that
𝐶(𝑥, 𝑦) = 1.
Observe that the Cook-Levin theorem implies that every nondeterministic circuit 𝐶
of size 𝑠 has an equivalent nondeterministic depth-two circuit 𝐶 ′ of size 𝑠 · poly(log 𝑠)
(and unbounded fan-in). Therefore, it is no real loss of generality to define Nondeterministic MCSP (NMCSP) to be the set of all pairs ⟨𝑇, 𝑘⟩ where 𝑇 is the truth
table of a function computed by a depth-two nondeterministic circuit of size at most
𝑘. This problem is in Σ2 𝑃 : given ⟨𝑇, 𝑘⟩, existentially guess a nondeterministic circuit
𝐶 of size at most 𝑘, then for every 𝑥 such that 𝑇 (𝑥) = 1, existentially guess a 𝑦
such that 𝐶(𝑥, 𝑦) = 1; for every 𝑥 such that 𝑇 (𝑥) = 0, universally verify that for
all 𝑦, 𝐶(𝑥, 𝑦) = 0. However, NMCSP is not known to be Σ2 𝑃 -hard. (The proof of
Theorem 1.2.5 below will work for the depth-two version with unbounded fan-in, and
the unrestricted version.)
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Recall that it is known that MCSP for depth-two circuits is NP-hard [Czo99,
AHM+ 08]. That is, the “deterministic counterpart” of NMCSP is known to be NPhard.

Reminder of Theorem 1.2.5 If NMCSP is MA-hard under polynomial-time reductions, then EXP ̸⊆ P/𝑝𝑜𝑙𝑦 .
Proof.

Suppose that NMCSP is MA-hard under polynomial-time reductions, and

suppose that EXP ⊆ P/𝑝𝑜𝑙𝑦 . We wish to establish a contradiction. The proof is
similar in structure to other theorems of this section (such as Theorem 4.3.1). Let
|𝑥|𝑐

𝑐

𝐿 ∈ MATIME(2𝑛 ), and define 𝐿′ = {𝑥012

| 𝑥 ∈ 𝐿} ∈ MA. By assumption, there

is a reduction 𝑅 from 𝐿′ to NMCSP that runs in polynomial time. Therefore for
𝑐

some constant 𝑑 we have a reduction 𝑅′ from 𝐿 that runs in 2𝑑𝑛 time, and outputs
𝑐

2𝑑𝑛 -sized instances of NMCSP with a size parameter 𝑠(𝑥) on input 𝑥. Since 𝑅′ runs
in exponential time, and we assume EXP is in P/𝑝𝑜𝑙𝑦 , there is a 𝑘 such that for all 𝑥,
there is a nondeterministic circuit 𝐶((𝑥, 𝑖), 𝑦) of ≤ 𝑛𝑘 + 𝑘 size that computes the 𝑖th
bit of 𝑅′ (𝑥). Therefore we know that 𝑠(𝑥) ≤ |𝑥|𝑘 + 𝑘 on such instances (otherwise we
can trivially accept). We claim that 𝐿 ∈ EXP, by the following algorithm:

Given 𝑥, run 𝑅′ (𝑥) to compute 𝑠(𝑥). If 𝑠(𝑥) > |𝑥|𝑘 + 𝑘 then accept.
For all circuits 𝐶 in increasing order of size up to 𝑠(𝑥),
𝑐

Initialize a table 𝑇 of 2𝑑𝑛 bits to be all-zero.
𝑐

For all 𝑖 = 1, . . . , 2𝑑𝑛 and all 2𝑠(𝑥) possible nondeterministic strings 𝑦,
Check for each 𝑖 if there is a 𝑦 such that 𝐶((𝑥, 𝑖), 𝑦) = 1; if so, set 𝑇 [𝑖] = 1.
If 𝑇 = 𝑅′ (𝑥) then accept.
Reject (no nondeterministic circuit of size at most 𝑠(𝑥) was found).

𝑘 ·poly(log 𝑛)

Because 𝑠(𝑥) ≤ |𝑥|𝑘 + 𝑘, the above algorithm runs in 2𝑛

time and decides

𝐿. Therefore 𝐿 ∈ EXP. But this implies that MAEXP = EXP ⊆ P/poly , which
contradicts the circuit lower bound of Buhrman, Fortnow, and Thierauf [BFT98]. 
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4.4

Open Problems

We have demonstrated several formal reasons why it has been difficult to prove that
MCSP is NP-hard. In some cases, proving NP-hardness would imply longstanding
complexity class separations; in other cases, it is simply impossible to prove NPhardness.
There are many open questions left to explore. Based on our study, we conjecture
that:
∙ If MCSP is NP-hard under polynomial-time reductions then EXP ̸⊂ P/𝑝𝑜𝑙𝑦 . We
showed that if MCSP is hard for sparse NP languages then EXP ̸= ZPP; surely
a reduction from SAT to MCSP would provide a stronger consequence. After
the conference version of this chapter appeared, Hitchcock and Pavan [HP15]
𝜀

showed that EXP ̸= NP ∩ SIZE[2𝑛 ] (for some 𝜀 > 0) is a consequence of the
NP-hardness of MCSP under truth-table reductions, and Hirahara and Watanabe [HW16] have also shown that EXP ̸= ZPP follows from weaker hypotheses
about the NP-completeness of MCSP.
∙ MCSP is (unconditionally) not NP-hard under logtime-uniform AC0 reductions.
Theorem 1.2.1 already implies that MCSP isn’t NP-hard under polylogtimeuniform NC0 reductions. Perhaps this next step isn’t far away, since we already
know that hardness under P-uniform AC0 reductions implies hardness under
P-uniform NC0 reductions (by Agrawal et al. [AAI+ 01]).
It seems that we can prove that finding the minimum DNF for a given truth table
is NP-hard, because of 2Ω(𝑛) size lower bounds against DNFs [AHM+ 08]. Since there
𝛿

are 2Ω(𝑛 ) size lower bounds against AC0, can it be proved that finding the minimum
AC0 circuit for a given truth table is QuasiNP-hard? In general, can circuit lower
bounds imply hardness results for circuit minimization?
While we have proven consequences if MCSP is NP-hard under general polynomialtime reductions, we have none if it is hard under polynomial-time randomized reductions. Is it possible to get a lower bound for this case as we were able to in the case
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of local reductions?
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Chapter 5
Uniform Lower Bounds from Easiness
Amplification
In this chapter, we prove uniform lower bounds for circuit composition:
Reminder of Theorem 1.3.1 For all 𝜀 ∈ (0, 1),
General Circuit 𝑛𝜀 -Composition does not have 𝑛1+𝑜(1) -size circuits constructible
in logarithmic space.
Reminder of Theorem 1.3.2 For every 𝜀 ∈ (0, 1), 𝑐 ≥ 1, 𝑑 ∈ (1, 2), and 𝑑′ < 𝑑, the
′

problem (log 𝑛)𝑑 -Depth Circuit 𝑛𝜀 -Composition does not have SPACE[(log 𝑛)𝑑 ]′

uniform circuits of 𝑛 · (log 𝑛)𝑐 size and 𝑂((log 𝑛)𝑑 ) depth.
We prove these results by using the following Easiness Amplification Lemma:
˜
Reminder of Lemma 1.3.1 Let 𝜖 > 0 and let 𝑠(𝑛) ≤ 𝑂(𝑛).
˜
∙ If 𝑠(𝑛)-IO Circuit 𝑛𝜀 -Composition has 𝑂(𝑛)
size circuits, then every problem in TISP[𝑛𝑘(𝑛) , 𝑠(𝑛)] has 𝑛 · (log 𝑛)𝑂(𝑘(𝑛)/𝜖) size circuits, for all constructible
functions 𝑘(𝑛) ≤ 𝑂(log 𝑛/ log log 𝑛).
∙ If 𝑠(𝑛)-IO Circuit 𝑛𝜀 -Composition has 𝑛1+𝑜(1) size circuits, then for every
constant 𝑘 ≥ 1, every problem in TISP[𝑛𝑘 , 𝑠(𝑛)] has 𝑛1+𝑜(1) -size circuits.
˜
Reminder of Corollary 1.3.1 If 𝑛-IO Circuit 𝑛𝜀 -Composition has 𝑂(𝑛)
size
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˜
circuits, then TISP[𝑛(log 𝑛)/ log log 𝑛 , 𝑂(𝑛)]
⊆ SIZE[𝑂(𝑛2 )]. By a standard padding argu√

ment, we also have TISP[2𝑛 , 22

𝑛 log 𝑛

√

] ⊆ SIZE[22

𝑛 log 𝑛

· poly(𝑛)].

These results can also be extended to prove similar results for Satisfiability:
Reminder of Theorem 1.3.3 For all 𝑑 < 2, and all 𝑐 ≥ 1,
𝑆𝑎𝑡 ̸∈ SPACE[log𝑑 𝑛]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)𝑐 , (log 𝑛)𝑑 ].
Reminder of Theorem 1.3.4 Let 𝑘(𝑛) ≤ 𝑂(log 𝑛/ log log 𝑛) be such that 𝑛1/𝑘(𝑛) is
constructible. If 𝑆𝑎𝑡 has 𝑂(𝑛1+1/𝑘(𝑛) )-size circuits, then
2

TISP[𝑛2 , 𝑛𝑜(1) ] ⊆ SIZE[𝑛(1+1/𝑘(𝑛)) ], and TISP[𝑛𝑘(𝑛) , 𝑛𝑜(1) ] ⊆ SIZE[𝑛𝑂(1) ].

5.1

Intuition for the Results

While our lower bounds do apply some ideas from prior work, part of the proofs of
Theorem 1.3.1 and 1.3.2 have a particularly new inductive structure. The key new
idea in our lower bounds is encapsulated by the following lemma, which is a special
case of Lemma 1.3.1:
Lemma 5.1.1 (Amplification From Circuit Composition) For every 𝜀 > 0, if
Circuit 𝑛𝜀 -Composition has 𝑛1+𝑜(1) size circuits, then every problem in LOGSPACE
has 𝑛1+𝑜(1) size circuits as well.
Note there are no uniformity assumptions on the circuits in the lemma: the circuits
may be arbitrary. This is a strong lower bound amplification result for a particular
problem in 𝑛1+𝜀 time: small circuits for Circuit 𝑛𝜀 -Composition imply small circuits for all of LOGSPACE.
Let us sketch how the lemma is proved. First, we assume that small 𝑛1+𝑜(1) size circuits exist for Circuit 𝑛𝜀 -Composition. Suppose we have a circuit for
Circuit 𝑛𝜀 -Composition, and we set the input circuit 𝐶 to simulate one step
of some arbitrary logspace machine on an arbitrary input of length 𝑛: treating the
input 𝑦 as an 𝑂(log 𝑛)-bit configuration, 𝐶(𝑦) outputs the configuration corresponding
to the next step. Then, 𝑛1+𝑜(1) -size circuits for Circuit 𝑛𝜀 -Composition can be
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used to construct 𝑛1+𝑜(1) -size circuits {𝐶𝑛′ } which can simulate an arbitrary logspace
computation for about 𝑛𝜀 steps, by composing 𝐶 on the input 𝑦 for 𝑛𝜀 times (using
𝑂(log 𝑛) copies, one for each output bit 𝑖 = 1, . . . , ℓ).
If we then feed the 𝐶𝑛′ circuits as input to Circuit 𝑛𝜀 -Composition instead of the
𝐶 circuits, and repeat the above argument, we have circuits 𝐶𝑛′ (simulating 𝑛𝜀 steps)
being composed for 𝑛𝜀 times on the input 𝑦. As a result, we obtain 𝑛1+𝑜(1) -size circuits
{𝐶𝑛′′ } which can simulate arbitrary logspace computations for about 𝑛2𝜀 steps. Repeating this argument for 𝑂(𝑘/𝜀) times, each time on the new circuit family obtained
from the previous iteration, it will follow that every 𝑛𝑘 -time log-space computation
can be simulated by 𝑛1+𝑜(1) -size circuits. This repeated composition trick is a simple
but powerful way to exploit the weakness of small-space computation: given that
small-space computations have small configurations, and assuming we have nearlylinear size circuits that can simulate LOGSPACE for a moderate number of steps, we
can concoct new circuits which can simulate LOGSPACE for an arbitrary polynomial
number of steps, without significantly increasing the circuit size.
It seems possible that small circuits for Circuit 𝑛-Composition could also imply
small circuits for every problem in P; this would yield an explicit problem in P with
a P-uniform circuit size lower bound. However we are unable to prove this. Without
a small-space bound on the machine being simulated, the configuration size of an
arbitrary polynomial-time algorithm could blow up to an arbitrary polynomial length,
in which case the above inductive argument no longer works.
We observe that (in contrast to the techniques of Santhanam and Williams) the
above proof technique looks to be inherently non-relativizing. The first circuit in our
composition only simulates a logspace machine for one step, and our composition
problem only simulates a given circuit for some 𝑛𝜀 steps, crucially using the fact that
the output of the circuit (the configuration size) is only 𝑛𝑜(1) bits at every stage of the
induction. Informally, there is no “room” in our circuit simulation of LOGSPACE to
write down long oracle queries; certainly no queries longer than 𝑛𝜀 could be handled,
even if we modified the simulation for this purpose, and in that case the queries would
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still need to have a restricted form.

Generalized Circuit Composition. In the following, let 𝑍 : {0, 1}𝑘 → {0, 1}𝑘 be
a function that always returns 0𝑘 .
Definition 5.1.1 In the General Circuit 𝑡-Composition problem, we are given:
∙ A circuit 𝐶𝑖𝑛 of size 𝑛 over the basis {𝐴𝑁 𝐷, 𝑂𝑅, 𝑁 𝑂𝑇 } implementing a function from 3𝑘 bits to 𝑘 bits (where 𝑘 can range up to 𝑛).
∙ A circuit 𝐶𝑜𝑢𝑡 of size 𝑡 over the basis {𝐶𝑖𝑛 , 𝑍}, implementing a function from 𝑘
bits to 𝑘 bits. In particular, 𝐶𝑜𝑢𝑡 is presented as a DAG, where every node has
indegree ≤ 3; every edge of 𝐶𝑜𝑢𝑡 carries a 𝑘-bit string.
∙ A 𝑘-bit input 𝑥.
∙ An integer 𝑗 in 1, . . . , 𝑘.
The input is accepted iff the 𝑗th bit printed by 𝐶𝑜𝑢𝑡 (𝑥) is 1.
That is, every node in 𝐶𝑜𝑢𝑡 of indegree 3 implements 𝐶𝑖𝑛 , taking in 3𝑘 bits and
outputting 𝑘 bits.
In our lower bound proofs, we really only use two properties of General Circuit
𝑡-Composition. The first is that 𝑛-IO Circuit 𝑡-Composition for a circuit 𝐶
is the special case of General Circuit-𝑡-Composition Problem. This is true
because Circuit 𝑡-Composition corresponds to the case where 𝐶𝑜𝑢𝑡 is simply a
straight line of 𝑡 copies of 𝐶𝑖𝑛 , where 𝐶𝑖𝑛 (𝑥, 0𝑘 , 0𝑘 ) = 𝐶(𝑥) for all 𝑥.
The second property is that general circuit 𝑡-composition problem, as we have
˜
defined it, is essentially complete for 𝑂(𝑛𝑡)
time:
˜
Theorem 5.1.1 Let 𝐿 ∈ TIME[𝑛1+𝜀 ]. 𝐿 can be reduced in 𝑂(𝑛)
time to General
Circuit 𝑛𝜀 -Composition.
Proof.

(Sketch) Let 𝑀 be multitape Turing machine for 𝐿. We follow the proof

of the Size Reduction Lemma (Lemma 3.2) in Lipton and Williams [LW13], which
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shows how to “decompose” an arbitrary time 𝑛1+𝜀 computation into circuits of size 𝑛𝜀
in which every gate takes a constant number of 𝑂(𝑛)-bit “blocks” of input, simulates
an 𝑂(𝑛)-time machine 𝑀 ′ on the blocks, and outputs an 𝑂(𝑛)-bit block.
In particular, they convert 𝑀 into an equivalent two-tape oblivious 𝑀 ′ (where, for
every 𝑛 and input 𝑥 of length 𝑛, the tape head movements of 𝑀 ′ (𝑥) depend only on
˜ 1+𝜀 ) time, via the Hennie-Stearns simulation [HS66]. This
𝑛). 𝑀 ′ runs in 𝑡 = 𝑂(𝑛
oblivious two-tape simulation is polylog-time uniform, in that we can determine the
head positions in any given step 𝑖 = 1, . . . , 𝑡 in poly(log 𝑡) time.
Next, 𝑀 ′ is made block-respecting in the sense of Hopcroft-Paul-Valiant [HPV77].
This is a machine 𝑀 ′′ running in 𝑡′ (𝑛) = 𝑂(𝑡(𝑛)) time, whose computation can
be neatly partitioned into

𝑡′ (𝑛)
𝑏(𝑛)

time blocks of 𝑂(𝑏(𝑛)) steps each, and each tape

𝑡′ (𝑛)

is partitioned into 𝑂( 𝑏(𝑛) ) tape blocks of 𝑂(𝑏(𝑛)) cells each, for any constructible
𝑏(𝑛) ≤ 𝑡(𝑛). We set 𝑏(𝑛) = 𝑂(𝑛). For each time block, and each tape head, the
head stays within exactly one tape block. Therefore each time block can be viewed
as running on an input of 𝑂(𝑏(𝑛)) bits, and each block outputs 𝑂(𝑏(𝑛)) bits (the new
content of those tape blocks). The Hopcroft-Paul-Valiant simulation maintains the
obliviousness of 𝑀 ′ .
For our generalized circuit composition instance, the circuit 𝐶𝑖𝑛 simply simulates
a time block of length 𝑏(𝑛), assuming the initial input is of length 𝑛. It takes 𝑂(𝑛)
˜
bits and outputs 𝑂(𝑛) bits, having 𝑂(𝑛)
size. The circuit 𝐶𝑜𝑢𝑡 connects these 𝑛𝜀
time blocks together: each gate of 𝐶𝑜𝑢𝑡 implements a time block. 𝐶𝑜𝑢𝑡 is built by
determining the head movements of the oblivious 𝑀 ′′ spaced 𝑛𝜀 steps apart, and
wiring together time blocks that share common tape blocks (or adjacent time blocks
that share adjacent tape blocks, depending on the head position). By design, the
resulting circuit 𝐶𝑜𝑢𝑡 is equivalent to the original Turing machine 𝑀 on 𝑛-bit inputs.

As a corollary, we note there is a constant 𝑐 > 0 such that General Circuit
𝑛𝜀 -Composition needs at least 𝑛1+𝜀 /(log 𝑛)𝑐 time, by the time hierarchy theorem.
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5.2

LOGSPACE-Uniform Circuit Lower Bounds

We begin this section with our amplification lemma, which is used to prove most of
the following results.
˜
Reminder of Lemma 1.3.1 Let 𝜖 > 0 and let 𝑠(𝑛) ≤ 𝑂(𝑛).
˜
∙ If 𝑠(𝑛)-IO Circuit 𝑛𝜀 -Composition has 𝑂(𝑛)
size circuits, then every problem in TISP[𝑛𝑘(𝑛) , 𝑠(𝑛)] has 𝑛 · (log 𝑛)𝑂(𝑘(𝑛)/𝜖) size circuits, for all constructible
functions 𝑘(𝑛) ≤ 𝑂(log 𝑛/ log log 𝑛).
∙ If 𝑠(𝑛)-IO Circuit 𝑛𝜀 -Composition has 𝑛1+𝑜(1) size circuits, then for every
constant 𝑘 ≥ 1, every problem in TISP[𝑛𝑘 , 𝑠(𝑛)] has 𝑛1+𝑜(1) -size circuits.
Proof.

We start by proving the first bullet. Suppose 𝑠(𝑛)-IO Circuit 𝑛𝜀 -

˜
Composition has 𝑂(𝑛)
size circuits. Recall that 𝑠(𝑛)-IO Circuit 𝑛𝜀 -Composition
takes as input a circuit 𝐶 with 𝑠(𝑛) inputs and 𝑠(𝑛) outputs, a string 𝑦 ∈ {0, 1}𝑘 ,
and an index 𝑖, then prints the 𝑖th bit of the 𝑛𝜀 -fold composition of 𝐶 on 𝑦.
By assumption, 𝑠(𝑛)-IO Circuit 𝑛𝜀 -Composition has a circuit family {𝐸𝑛 } of
𝑂(𝑛 · (log 𝑛)𝑑 ) size.
Now take an arbitrary 𝐿 ∈ TISP[𝑛𝑘(𝑛) , 𝑠(𝑛)] for some 𝑘(𝑛) ≤ 𝑂(log 𝑛/ log log 𝑛),
and let 𝑀 be a machine recognizing 𝐿 in 𝑛𝑘(𝑛) time and 𝑠(𝑛) space. We will show
that 𝐿 has circuits of size 𝑛 · (log 𝑛)𝑂(𝑘(𝑛)/𝜀) , by constructing the circuit inductively.
For the base case, let 𝑀0 (𝑥, 𝑐, 𝑖) = 𝑆𝑖𝑚1 (from Definition 2.0.3) be a machine
which simulates 𝑀 on 𝑥 from the configuration 𝑐 for one step, then outputs the 𝑖th
bit of computation. This simulation can easily be done in linear time, by first looking
up the input bit read by the input head, simulating one step of computation, then
outputting the 𝑖th bit of the computation. By the usual conversion of algorithms into
circuits, there is a circuit family equivalent to 𝑆𝑖𝑚1 with 𝑛 · (log 𝑛)𝑎 size for some
constant 𝑎. Let 𝐶0 (𝑥, 𝑐, 𝑖) denote a generic circuit from this family.
Now fix 𝑏 ≥ 0. Suppose we have constructed a circuit 𝐶𝑏 (𝑥, 𝑐, 𝑖) = 𝑆𝑖𝑚𝑛𝜀·𝑏 of size
𝑛 · (log 𝑛)𝑎+𝑏·(𝑑+1) that simulates 𝑛𝜀·𝑏 steps of the machine 𝑀 on 𝑥 of length 𝑛. Then
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the circuit
𝐶𝑏+1 (𝑥, 𝑐, 𝑖) := 𝐸𝑛·(log 𝑛)𝑎+𝑏·(𝑑+1)+1 (𝐶𝑏 (𝑥, ·), 𝑐, 𝑖)
simulates 𝑛𝜀·𝑏 · 𝑛𝜀 = 𝑛𝜀·(𝑏+1) steps of 𝑀 on 𝑥. This follows since the language 𝑠(𝑛)IO Circuit 𝑛𝜀 -Composition simulates 𝑛𝜀·𝑏 steps of 𝑀 with each evaluation of the
circuit 𝐶𝑏 , and the circuit 𝐶𝑏 is being composed for 𝑛𝜀 times.
Furthermore, since the circuit 𝐶𝑏 is of size 𝑂(𝑛 · (log 𝑛)𝑎+𝑏·(𝑑+1) ), the binary representation of 𝐶𝑏 has length ℓ = 𝑂(𝑛 · (log 𝑛)𝑎+𝑏·(𝑑+1)+1 ). Therefore the input to the
circuit 𝐶𝑏+1 has length 𝑂(ℓ), and the size of the circuit 𝐶𝑏+1 would then be of size
𝑂(ℓ · (log ℓ)𝑑 ) ≤ 𝑂(𝑛 · (log 𝑛)𝑎+𝑏·(𝑑+1)+1 · (log(𝑛(log 𝑛)𝑎+𝑏·(𝑑+1)+1 )𝑑 )).
For 𝑏 < log 𝑛/ log log 𝑛), we have 𝑛 log𝑎+𝑏·𝑑 𝑛 ≤ 𝑛1+𝑑 log𝑎 𝑛; in that case, the size
bound can be simplified to
𝑂(𝑛 · (log𝑎+𝑏·(𝑑+1)+1 𝑛) · (log 𝑛)𝑑 ) = 𝑂(𝑛 log𝑎+𝑏·(𝑑+1)+(𝑑+1) 𝑛) = 𝑂(𝑛 log𝑎+(𝑏+1)·(𝑑+1) 𝑛).

We have shown that given a circuit 𝐶𝑏 of size 𝑛 · (log 𝑛)𝑎+𝑏·(𝑑+1) ) that simulates
𝑛𝜀·𝑏 steps of 𝑀 on 𝑥, we can construct a circuit 𝐶𝑏+1 of size 𝑂(𝑛 log𝑎+(𝑏+1)·(𝑑+1) ) that
simulates 𝑛𝜀·(𝑏+1) steps of 𝑀 on 𝑥. Therefore for every 𝑏 ≤ 𝑜(log 𝑛/ log log 𝑛), there is
a circuit 𝐶𝑏 of size 𝑛 · (log 𝑛)𝑂(𝑏) that simulates 𝑛𝜀·𝑏 steps of the space-𝑠(𝑛) machine
𝑀 . Setting 𝑏 = 𝑘(𝑛)/𝜀 and 𝑐 to be the initial configuration of 𝑀 on inputs of length
𝑛, we obtain a circuit 𝐶𝑘(𝑛)/𝜀 of size 𝑛 · (log 𝑛)𝑂(𝑘(𝑛)/𝜀) that can simulate the entire
computation of 𝑀 and output the final configuration of 𝑀 (𝑥), which can then be
used to decide 𝐿. Since 𝐿 was arbitrary, we can conclude that TISP[𝑛𝑘(𝑛) , 𝑠(𝑛)] ⊆
SIZE[𝑛 · (log 𝑛)𝑂(𝑘(𝑛)/𝜖) ] which completes the proof of the first bullet.
To prove the second bullet, let 𝜀 ∈ (0, 1) and 𝑘 ≥ 1 be constant. We run the same
argument on an arbitrary 𝑛𝑘 -time and 𝑠(𝑛)-space machine 𝑀 but with 𝑛1+1/𝑓 (𝑛) size circuits for our 𝑛𝜀 -composition problem, where 𝑓 (𝑛) is unbounded. For every
constant 𝑏 ≥ 0, tracking the growth of 𝐶𝑏 in the argument, we obtain a circuit 𝐶𝑏 of
𝑐𝑏

size 𝑛(1+1/𝑓 (𝑛)) (for some universal constant 𝑐 > 0) for simulating 𝑛𝜀𝑏 steps of 𝑀 on
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an input of length 𝑛. Setting 𝑏 = 𝑘/𝜀, our 𝐶𝑏 can simulate 𝑀 entirely on inputs of
length 𝑛. It is easy to see that we can define an unbounded function 𝑔(𝑛) such that
(1 + 1/𝑓 (𝑛))log 𝑓 (𝑛) ≤ 1 + 1/𝑔(𝑛) for all 𝑛. For every constant 𝑏 and all sufficiently
𝑐𝑏

large 𝑛, the size of 𝐶𝑏 is therefore 𝑛(1+1/𝑓 (𝑛)) ≤ 𝑛(1+1/𝑓 (𝑛))

log 𝑓 (𝑛)

≤ 𝑛1+1/𝑔(𝑛) ≤ 𝑛1+𝑜(1) .


One property of note in the above proof is that uniformity can be applied to the
circuits, without changing the argument. For example, if the small circuits for 𝑛𝜀 circuit composition are LOGSPACE-uniform, then the small circuits for TISP[𝑛𝑘 , 𝑠(𝑛)]
are also LOGSPACE-uniform, assuming that 𝑘 is constant (the argument becomes
more complicated when adding an unbounded number of iterations).
Reminder of Theorem 1.3.1 For 0 < 𝜀 < 1, the decision problem General
Circuit 𝑛𝜀 -Composition does not have LOGSPACE-uniform 𝑛1+𝑜(1) size circuits.
Proof.

Assume there is an 𝜀 > 0 such that General Circuit 𝑛𝜀 -Composition

has LOGSPACE-uniform circuits of 𝑛1+𝑜(1) size. Since Circuit 𝑛𝜀 -Composition is
a special case of the general problem, it must also have such circuits. Therefore by
Lemma 1.3.1, our assumption implies that for every constant 𝑐 ≥ 1, every problem in
TISP[𝑛𝑐 , 𝑂(log 𝑛)] has 𝑛1+𝑜(1) -size circuits as well. That is, we have
LOGSPACE ⊆ SIZE[𝑛1+𝑜(1) ].

(5.1)

Since the circuits for General Circuit 𝑛𝜀 -Composition are LOGSPACE uniform, there is an 𝑂(log 𝑛)-space algorithm 𝐴 that on input 1𝑛 prints a 𝑛1+𝑜(1) -size
circuit 𝐶𝑛 computing General Circuit 𝑛𝜀 -Composition on 𝑛-bit instances. We
are going to prove that General Circuit 𝑛𝜀 -Composition can be simulated in
𝑛1+𝜀/2 time with about 𝑛𝜀/2 bits of advice, implying a contradiction.
Similar to Santhanam and Williams [SW13], our next move is to define, for every
𝛼 ∈ (0, 1), a padded language
𝛼

𝐿𝛼 = {(1𝑛 , 𝑛, 𝑖) | the 𝑖th bit of the circuit printed by 𝐴(1𝑛 ) is 1}.
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For every constant 𝛼 > 0, we note the following properties of 𝐿𝛼 :
(a) 𝐿𝛼 is in LOGSPACE: on an 𝑚-bit instance, a machine deciding 𝐿𝛼 only has
to simulate 𝐴 on 1𝑛 in 𝑂(log 𝑚)/𝛼) space, and maintain a (1 + 𝑜(1) log 𝑛-bit
counter for 𝑖, until the 𝑖th output bit of 𝐴(1𝑛 ) is printed. Hence by (5.1), 𝐿𝛼
has an 𝑛1+𝑜(1) -size circuit family {𝐷𝑚 }, for every 𝛼 > 0.
(b) For an integer 𝑛 > 0, if we want to know bits of the circuit printed by 𝐴(1𝑛 ), the
𝛼

length of a relevant instance of 𝐿𝛼 is only |(1𝑛 , 𝑛, 𝑖)| ≤ 𝑂(𝑛𝛼 ). Let 𝑚(𝑛) be the
length of such an instance. On 𝑚(𝑛)-bit instances, 𝐿𝛼 outputs bits describing an
𝑛1+𝑜(1) -size circuit 𝐶𝑛 which in turn solves 𝑛-bit instances of General Circuit
𝑛𝜀 -Composition.
˜ 1+𝜀/2 )
Let 𝛼 = 𝜀/2. We can decide General Circuit 𝑛𝜀 -Composition in 𝑂(𝑛
time with only 𝑛𝜀/2+𝑜(1) bits of non-uniform advice, as follows. On 𝑛-bit instances of
the problem, our advice string is a description of the circuit 𝐷𝑚(𝑛) of size 𝑚(𝑛)1+𝑜(1)
for 𝐿𝜀/2 from item (a) above. From item (b), the length of the advice string is
𝑚(𝑛)1+𝑜(1) ≤ 𝑛𝜀/2+𝑜(1) . Given 𝐷𝑚(𝑛) , our machine for circuit composition will evaluate
𝛼

𝐷𝑚(𝑛) on (1𝑛 , 𝑛, 𝑖) for all 𝑖 = 1, . . . , 𝑛1+𝑜(1) . This evaluation will, by definition,
generate a description of an 𝑛1+𝑜(1) -size circuit 𝐶𝑛 which solves 𝑛-bit instances of
our problem. Sending the 𝑛-bit input to 𝐶𝑛 , we can decide General Circuit 𝑛𝜀 Composition in time 𝑛1+𝑜(1) · 𝑚(𝑛)1+𝑜(1) ≤ 𝑛1+𝜀/2+𝑜(1) , with 𝑛𝜀/2+𝑜(1) bits of advice.
However, since General Circuit 𝑛𝜀 -Composition is hard for TIME[𝑛1+𝜀 ] under
˜
𝑂(𝑛)-time
reductions (Lemma 5.1.1), this implies that every language in TIME[𝑛1+𝜀 ]
is in TIME[𝑛1+𝜀/2+𝑜(1) ]/𝑛𝜀/2+𝑜(1) . This contradicts the time hierarchy theorem with


sub-linear advice ([SW13]).
˜
Corollary 5.2.1 If Circuit 𝑛𝜀 -Composition ∈ SIZE[𝑂(𝑛)],
then
TISP[2(log

2

𝑛)/ log log 𝑛

˜
˜ 2 )].
, 𝑂(𝑛)]
⊆ SIZE[𝑂(𝑛
√

By padding, this also implies TISP[2𝑛/ log 𝑛 , 2

𝑛

√

] ⊆ SIZE[22

𝑛

· poly(𝑛)]. So for
√

example, the quantified Boolean circuit problem on 𝑛 variables and 2
size circuits.
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𝑛

˜ √𝑛)

size has 2𝑂(

Proof. Our strategy is to maximize the time bound 𝑛𝑘(𝑛) in Lemma 1.3.1 such that
the hypothesis still implies poly(𝑛)-size circuits for that time bound. We do this by
setting 𝑛 = (log 𝑛)𝑂(𝑘(𝑛)/𝜀) . Solving for 𝑘(𝑛), we find 𝑘(𝑛) = 𝑐𝜀(log 𝑛)/(log log 𝑛) for
some constant 𝑐 > 0. By Lemma 1.3.1, when 𝑠(𝑛)-IO Circuit 𝑛𝜀 -Composition
2
˜
has 𝑂(𝑛)
size circuits we have TISP[2𝑐𝜀(log 𝑛) / log log 𝑛 , 𝑂(𝑛)] ⊆ SIZE[𝑛2 ]. By a standard

√

padding of 𝑛 ↦→ 2

5.3

𝑛

√

, we also conclude that TISP[2𝑐𝑛/ log 𝑛 , 2

𝑛

√

] ⊆ SIZE[22

𝑛

].



Lower Bounds for Log-Depth Circuits

We now turn to proving uniform lower bounds for composing circuits of low depth.
We can also prove an amplification lemma in this regime:
Lemma 5.3.1 Let 𝜀 > 0, 𝑐, 𝑑 ≥ 1 and 𝑑′ ∈ [1, 𝑑]. Let 𝑘(𝑛) = 𝑜(log 𝑛/ log log 𝑛)
′

be constructible. If (log 𝑛)𝑑 -Depth Circuit 𝑛𝜀 -Composition has SPACE[(log 𝑛)𝑑 ]′

uniform circuits of 𝑛 · (log 𝑛)𝑐 size and 𝑂((log 𝑛)𝑑 depth, then every problem in the
′

class TISP[𝑛𝑘(𝑛) , (log 𝑛)𝑑 ] has SPACE[(log 𝑛)𝑑 ]-uniform circuits of 𝑛 · (log 𝑛)𝑐 size and
′

𝑂((log 𝑛)𝑑 depth.
Proof.

The proof of this is similar to Lemma 1.3.1. Notice that in Lemma 1.3.1,

˜
˜
the circuits constructed to simulate TISP[𝑛𝑘(𝑛) , 𝑂(𝑛)]
consist of a 𝑂-size
circuit for
Circuit 𝑛𝜀 -Composition which takes a series of Circuit 𝑛𝜀 -Composition circuits
of size 𝑛 · (log 𝑛)𝑂(𝑘(𝑛)/𝜀 as input. If we assume that (log 𝑛)𝑑 -Depth Circuit 𝑛𝜀 ′

Composition has SPACE[(log 𝑛)𝑑 ]-uniform circuits of 𝑛·(log 𝑛)𝑐 size and 𝑂((log 𝑛)𝑑

′

depth, then we know that (log 𝑛)𝑑 -Depth Circuit 𝑛𝜀 -Composition can compose its
′

own circuit, since the depth of the circuit is (log 𝑛)𝑑 = 𝑜((log 𝑛)𝑑 ). As a result, if one
˜
step of a SPACE[𝑠(𝑛)] computation can be simulated with a 𝑂(𝑛)-size
(log 𝑛)𝑑 -depth
′
′
˜
circuit, then TISP[𝑛𝑘(𝑛) , 𝑠(𝑛)] has SPACE[(log 𝑛)𝑑 ]-uniform 𝑂(𝑛)-size
𝑂(log 𝑛)𝑑 -depth

circuits as well.
Let 𝑠(𝑛) = (log 𝑛)𝑑 . Note that one step of a SPACE[(log 𝑛)𝑑 ] computation can be
simulated with an 𝑂(𝑛)-size log 𝑛 depth circuit. We can therefore compose this circuit
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with a series of (log 𝑛)𝑑 -Depth Circuit 𝑛𝜀 -Composition circuits in the same way
as Lemma 1.3.1 to simulate TISP[𝑛𝑘(𝑛) , (log 𝑛)𝑑 ].



Now we prove the lower bound:
Reminder of Theorem 1.3.2 For every 𝜀 ∈ (0, 1), 𝑐 ≥ 1, 𝑑 ∈ (1, 2), and 𝑑′ < 𝑑, the
′

problem (log 𝑛)𝑑 -Depth Circuit 𝑛𝜀 -Composition does not have SPACE[(log 𝑛)𝑑 ]′

uniform circuits of 𝑛 · (log 𝑛)𝑐 size and 𝑂((log 𝑛)𝑑 ) depth.
Proof.

Assume there are 𝜀 > 0, 𝑑 ∈ (1, 2), and 𝑑′ < 𝑑 that (log 𝑛)𝑑 -Depth
′

Circuit 𝑛𝜀 -Composition has SPACE[(log 𝑛)𝑑 ]-uniform circuits of 𝑛 · (log 𝑛)𝑐 size
′

and 𝑂((log 𝑛)𝑑 ) depth. Setting 𝑘(𝑛) := (log 𝑛)𝑑−1 , we have 𝑑 − 1 < 1 by assumption,
therefore 𝑘(𝑛) = 𝑜(log 𝑛/ log log 𝑛). Applying Lemma 5.3.1 to our assumption, we
𝑑−1 )

infer that the class SPACE[(log 𝑛)𝑑 ] = TISP[𝑛𝑂((log 𝑛)

′

, (log 𝑛)𝑑 ] has SPACE[(log 𝑛)𝑑 ]-

′

uniform circuits of 𝑛 · (log 𝑛)𝑐 size and 𝑂((log 𝑛)𝑑 ) depth. That is, every problem in
′

′

SPACE[(log 𝑛)𝑑 ] has SPACE[(log 𝑛)𝑑 ]-uniform circuits of 𝑂((log 𝑛)𝑑 ) depth. But by
Proposition 2,
′

′

′

SPACE[(log 𝑛)𝑑 ]-uniform DEPTH[(log 𝑛)𝑑 ] ⊆ SPACE[(log 𝑛)𝑑 ],
′

so we have actually inferred that SPACE[(log 𝑛)𝑑 ] ⊆ SPACE[(log 𝑛)𝑑 ]. Since 𝑑′ < 𝑑,
this contradicts the space hierarchy theorem [SHL65b].


5.4

New Uniform Circuit Lower Bound for SAT

Finally, we show that the SAT problem does not have subquadratic-space-uniform
˜
𝑂(𝑛)-size
circuits of log2−𝜀 𝑛 depth, for all 𝜀 > 0. This will take the typical form of
“alternation-trading proofs” [Wil13], where we simulate a space-bounded computation with alternations, remove them using our SAT circuits, and attempt to prove a
contradiction. The key difference here is that we use the space hierarchy theorem to
establish the contradiction, which leads to a stronger space and depth lower bound.
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We will use the following powerful simulation lemma of Reischuk (based on [Nep70])
in our proof:
Lemma 5.4.1 ([Rei90], p.282) For constructible functions 𝑡1 (𝑛), 𝑡2 (𝑛), 𝑠(𝑛) and
𝑎(𝑛), we have the containment
Σ𝑎(𝑛) TISP[𝑡1 (𝑛)𝑡2 (𝑛) , 𝑠(𝑛)] ⊆ Σ𝑎(𝑛)+𝑡2 (𝑛) TISP[𝑎(𝑛) · 𝑠(𝑛) + 𝑡1 (𝑛) · 𝑡2 (𝑛) · 𝑠(𝑛), 𝑡1 (𝑛) · 𝑠(𝑛)].

We need another lemma showing how good SAT circuits can yield circuits for
alternating computations.
Lemma 5.4.2 Let 𝑐, 𝑑 > 0. If 𝑆𝑎𝑡 ∈ SPACE[(log 𝑛)𝑑 ]-uniform SIZE-DEPTH[𝑛 ·
(log 𝑛)𝑐 , (log 𝑛)𝑑 ], then for 𝑘 ≥ 1
Σ𝑘 TIME[𝑛] ⊆ SPACE[(log 𝑛)𝑑 ]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)(𝑐+1)·𝑘 , (log 𝑛)𝑑 ].

Proof.

The proof is by induction on the number of alternations 𝑘. For 𝑘 = 1, the

statement becomes
NTIME[𝑛] ⊆ SPACE[(log 𝑛)𝑑 ]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)𝑐+1 , (log 𝑛)𝑑 ],
which is true by assumption.
Suppose that for some fixed value of 𝑘 the lemma holds. Consider some 𝐿 ∈
Σ𝑘+1 TIME[𝑛]. We can then construct a circuit of size 𝑛 · (log 𝑛)(𝑐+1)·(𝑘+1) and depth
𝑂((log 𝑛)𝑑 ) using 𝑂((log 𝑛)𝑑 ) space that computes 𝐿. Since 𝐿 is verified in linear time,
the number of bits of nondeterminism in the first alternation is at most linear, so there
is a Π𝑘 TIME[𝑛] verifier 𝑉 (𝑥, 𝑦) for 𝐿 that takes both the input 𝑥 to 𝐿 and the first set
of nondeterministic bits 𝑦 as input and checks whether 𝑦 is a valid witness that 𝑥 ∈ 𝐿.
By assumption, 𝑉 has SPACE[(log 𝑛)𝑑 ]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)(𝑐+1)·𝑘 , (log 𝑛)𝑑
circuits.
Consider the Circuit-𝑆𝑎𝑡 instance that consists of the above circuit that computes
𝑉 as well as the input 𝑥 that is meant to be the input of the original language 𝐿. The
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description of this circuit is of size 𝑁 = 𝑛 · (log 𝑛)(𝑐+1)·𝑘+1 , so by assumption there is
a circuit of size 𝑁 · (log 𝑁 )𝑐 = 𝑛 · (log 𝑛)(𝑐+1)·𝑘+1 · (𝑂(log 𝑛))𝑐 = 𝑛 · (log 𝑛)(𝑐+1)·(𝑘+1) and
depth 𝑂((log 𝑁 )𝑑 ) = 𝑂((log 𝑛)𝑑 ) computable in SPACE[(log 𝑁 )𝑑 ] = SPACE[(log 𝑛)𝑑 ]
that solves this 𝑆𝑎𝑡 instance.
Both the Π𝑘 verifier circuit and the Circuit-𝑆𝑎𝑡 circuit can be constructed in
SPACE[(log 𝑛)𝑑 ], and by hardcoding the description of the verifier circuit as input
to the Circuit-𝑆𝑎𝑡 instance the resulting circuit will solve 𝐿. Furthermore the size
and depth of the circuit is simply the size and depth of the Circuit-𝑆𝑎𝑡 instance, since
the Π𝑘 circuit is fed as a description (only the size of the description matters). This
circuit then exists for every 𝐿 ∈ Σ𝑘+1 TIME[𝑛]. Therefore if
Σ𝑘 TIME[𝑛] ⊆ SPACE[(log 𝑛)𝑑 ]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)(𝑐+1)·𝑘 , (log 𝑛)𝑑 ]
then
Σ𝑘+1 TIME[𝑛] ⊆ SPACE[(log 𝑛)𝑑 ]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)(𝑐+1)·(𝑘+1) , (log 𝑛)𝑑 ]
and the induction holds for all 𝑘 ≥ 1.
Note that the above argument holds even if the circuits are non-uniform. Furthermore, as long as the size of the circuits remain fairly small, 𝑘 can also be a function of
the input size. If 𝑘(𝑛) = 𝑜(log 𝑛/ log log 𝑛), then the circuits produced will still have
𝑛1+𝑜(1) -length descriptions at every step of the induction, since
𝑛 · (log 𝑛)(𝑐+1)·𝑜(log 𝑛/ log log 𝑛) ≤ 𝑛 · 𝑛𝑜(𝑐+1) = 𝑛1+𝑜(1) .
The main factor that determines the size, depth and uniformity of the next alternation
in the induction is the size of the previous circuit in the induction. Therefore, as long
˜
as that circuit has 𝑂(𝑛)
size, the inductive step will hold.
Reminder of Theorem 1.3.3 For all 𝑑 < 2, and all 𝑐 ≥ 1,
𝑆𝑎𝑡 ̸∈ SPACE[log𝑑 𝑛]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)𝑐 , (log 𝑛)𝑑 ].
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Proof.

Assume 𝑆𝑎𝑡 ∈ SPACE[(log 𝑛)𝑑 ]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)𝑐 , (log 𝑛)𝑑 ].

We will show that this assumption contradicts the space hierarchy theorem.
By Lemma 5.4.2, we conclude for constructible 𝑘(𝑛) = 𝑜(log 𝑛/ log log 𝑛) that
Σ𝑘(𝑛) TIME[𝑛] ⊆ SPACE[(log 𝑛)𝑑 ]-uniform SIZE-DEPTH[𝑛 · (log 𝑛)(𝑐+1)·𝑘(𝑛) , (log 𝑛)𝑑 ].
(5.2)
′

Set 𝑠(𝑛) = (log 𝑛)𝑑 in the following, where 𝑑 < 𝑑′ < 2. Applying Lemma 5.4.1
with 𝑎(𝑛) = 0, 𝑡1 (𝑛) = 𝑂(𝑛), 𝑡2 (𝑛) = 𝑠(𝑛)/ log 𝑛, and 𝑠(𝑛) arbitrary, we have the
containment
SPACE[𝑠(𝑛)] = TISP[2𝑂(𝑠(𝑛)) , 𝑠(𝑛)] ⊆ Σ𝑠(𝑛)/ log 𝑛 TIME[𝑛 · 𝑠(𝑛)2 / log 𝑛].

′

Setting 𝑘(𝑛) = 𝑠(𝑛)/ log 𝑛 we get 𝑠(𝑛)/ log 𝑛 = (log 𝑛)𝑑 −1 = 𝑜(log 𝑛/ log log 𝑛). We
then derive from the containment (5.2) that
Σ𝑠(𝑛)/ log 𝑛 TIME[𝑛 · 𝑠(𝑛)2 / log 𝑛]
is contained in

SPACE[(log 𝑛)𝑑 ]-uniform SIZE-DEPTH[𝑛 · 𝑠(𝑛)2 · (log 𝑛)(𝑐+1)·𝑠(𝑛)/ log 𝑛 , 𝑂((log 𝑛)𝑑 )]
⊆ SPACE[(log 𝑛)𝑑 ]-uniform DEPTH[𝑂((log 𝑛)𝑑 )]
⊆ SPACE[𝑜(𝑠(𝑛))]-uniform DEPTH[𝑜(𝑠(𝑛))]
⊆ SPACE[𝑜(𝑠(𝑛))]. (Proposition 2)
We have derived SPACE[𝑠(𝑛)] ⊆ SPACE[𝑜(𝑠(𝑛))], which contradicts the space hierar

chy theorem [SHL65b].
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5.5

Additional Sat Results

If we look at the generalized Σ𝑘 -SAT problem, we can prove LOGSPACE-uniform
lower bounds against NC1 circuits of any polynomial size as well.
Theorem 5.5.1 For every 𝑐, there is a 𝑘 such that
Σ𝑘 -SAT ̸∈ LOGSPACE-uniform DEPTH[𝑐 log 𝑛]
.
Proof.

The proof follows the same form as the previous result. Suppose there is

some constant 𝑐 such that for all 𝑘, Σ𝑘 -SAT is in LOGSPACE-uniform DEPTH[𝑐 log 𝑛].
Then by known uniform NC0 reductions from NTIME[𝑂(𝑛)] to SAT [JMV15], all
languages in Σ𝑘 TIME[𝑂(𝑛)] are also in LOGSPACE-uniform DEPTH[𝑐 log 𝑛]. Of course
this implies all of LOGSPACE also has depth 𝑐 log 𝑛 circuits, which have size at most
𝑂(𝑛𝑐 ) when the circuits have fan-in 2.
Sparse LOGSPACE languages, such as those that print circuits, also have circuits
of size 𝑂(𝑛𝜀 ) for every 𝜀 > 0, in the same way as before. Given a language 𝐿 ∈
LOGSPACE with strings of the form (1𝑛 , 𝑖), where |𝑖| = 𝑂(log 𝑛), we can construct
𝜀/𝑐

a new language 𝐿′ ∈ LOGSPACE such that 𝐿′ = {(1𝑛 , 𝑖)|𝑖 ∈ 𝐿}. The circuits for
inputs of size 𝑛𝜀/𝑐 are then of size 𝑛𝜀 , which means that the circuits printed by sparse
LOGSPACE languages can also be printed by circuits of size 𝑛𝜀 . This again implies
that for every 𝑘, Σ𝑘 TIME[𝑂(𝑛)] ⊆ TIME[𝑂(𝑛1+𝜀 )]/𝑛𝜀 .
It also follows that NTIME[𝑂(𝑛1+𝜀 )] ⊆ Σ𝑘 TIME[𝑂(𝑛𝜀 )] for some 𝑘 that depends
on 𝜀. Since DEPTH[𝑂(log 𝑛)] circuits can be computed in LOGSPACE as well, 𝑆𝑎𝑡
and by extention NTIME[𝑛1+𝜀 ] are also in LOGSPACE. By repeatedly guessing 𝑛𝜀
configurations, then universally verifying each pair is a valid step in the computation
we can then simulate this logspace computation in Σ𝑘 TIME[𝑛𝜀 ]; each pair of alternations reduces the run time of the log space machine by 𝑛𝜀 , so after 𝑘 = 𝑂(1/𝜀)
alternations we can verify that one configuration leads to the next in 𝑛𝜀 time. As
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a result, Σ𝑘 [𝑂(𝑛)] ⊆ TIME[𝑂(𝑛1+𝜀 )]/𝑛𝜀 ⊆ Σ𝑘 TIME[𝑂(𝑛𝜀 )]/𝑛𝜀 , which contradicts the
time hierarchy for Σ𝑘 .

5.5.1



Subexponential-Size Circuits for QBF from
Small-Size Circuits for SAT

We can also derive similar consequences from the assumption that the SAT problem
˜
has 𝑂(𝑛)-size
circuits.
Claim 4 If 𝑆𝑎𝑡 ∈ TIME[𝑂(𝑛)] then there is a 𝑐 such that for all 𝑘, Σ𝑘 TIME[𝑂(𝑛)] ⊆
TIME[𝑛 · (log 𝑛)𝑐𝑘 ].
Proof.

It is enough to show that 𝑆𝑎𝑡 ∈ TIME[𝑂(𝑛)] implies that Σ𝑘 [𝑂(𝑛)] ⊆

˜
˜
Σ𝑘−1 TIME[𝑂(𝑛)].
Suppose 𝑆𝑎𝑡 ∈ TIME[𝑂(𝑛)]. Then NTIME[𝑂(𝑛)] ⊆ TIME[𝑂(𝑛)].
Let 𝐿 ∈ Σ𝑘 TIME[𝑂(𝑛)] be of the form:
∃𝑥1 ∀𝑥2 . . . 𝑄𝑘 𝑥𝑘 𝑀 (𝑥, 𝑥1 , 𝑥2 , . . . , 𝑥𝑘 )
where 𝑀 is a deterministic 𝑂(𝑛)-time machine. Then the expression
𝑄𝑘 𝑥𝑘 𝑀 (𝑥, 𝑥1 , 𝑥2 , . . . , 𝑥𝑘 ), for strings 𝑥, 𝑥1 , 𝑥2 , . . . , 𝑥𝑘−1 , represents a computation in
˜
˜
coNTIME[𝑂(𝑛)] ⊆ TIME[𝑂(𝑛)],
which means there is a 𝑂(𝑛)
sized circuit
˜
𝐶(𝑥, 𝑥1 , . . . , 𝑥𝑘−1 ) that computes this value, which is also constructible in 𝑂(𝑛)
time.
Construct this circuit, then compute ∃𝑥1 ∀𝑥2 . . . 𝑄𝑘−1 𝑥𝑘−1 𝐶(𝑥, 𝑥1 , . . . , 𝑥𝑘−1 ). This
˜
solves 𝐿 in Σ𝑘−1 TIME[𝑂(𝑛)],
completing the proof.
Corollary 5.5.1 If 𝑆𝑎𝑡 ∈ TIME[𝑂(𝑛)] then LOGSPACE ⊆
Proof.


⋃︀

𝑘

TIME[𝑛 · (log 𝑛)𝑘 ].

We know that for every 𝐿 ∈ LOGSPACE there is a 𝑘 such that 𝐿 ∈

Σ𝑘 TIME[𝑂(𝑛)]. Apply the above claim.



Claim 5 If 𝑆𝑎𝑡 ∈ SIZE[𝑂(𝑛)] then there is a 𝑐 such that for all 𝑘, Σ𝑘 TIME[𝑂(𝑛)] ∈
SIZE[𝑛(log 𝑛)𝑐𝑘 ].
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Proof.

This follows the same format as Claim 4. If 𝑆𝑎𝑡 ∈ SIZE[𝑂(𝑛)] then

˜
NTIME[𝑂(𝑛)] ⊆ SIZE[𝑂(𝑛)],
which means that
Σ𝑘 TIME[𝑂(𝑛)] ⊆ Σ𝑘−1 TIME[𝑛 log𝑐 𝑛]/𝑛 log𝑐 𝑛 ⊆ . . .
⊆ TIME[𝑛 log𝑐𝑘 𝑛]/𝑛 log𝑐𝑘 𝑛 ⊆
⊆ SIZE[𝑛(log 𝑛)𝑐𝑘 .

Corollary 5.5.2 If 𝑆𝑎𝑡 ∈ SIZE[𝑂(𝑛)] then LOGSPACE ⊆

⋃︀

𝑘

SIZE[𝑛 · (log 𝑛)𝑘 ].

Specifically, we can relate the circuit complexity of SAT and QBF as follows:
˜
Theorem 5.5.2 If SAT is in SIZE[𝑂(𝑛)]
then QBF is in SIZE[2𝑂(
Proof.

√
𝑛)

].

˜
Suppose that 𝑆𝑎𝑡 ∈ 𝑆𝐼𝑍𝐸[𝑂(𝑛)].
Then by Claim 5 we know that

Σ𝑘(𝑛) ⊆ SIZE[𝑛(log 𝑛)𝑐·𝑘(𝑛) ]. It is already known that by guessing configurations that
˜
TISP[𝑛𝑘(𝑛) , 𝑂((log 𝑛)2 / log log 𝑛)] ⊆ Σ𝑂(𝑘(𝑛)) TIME[𝑂(𝑛)],
which means that, setting
𝑘(𝑛) = 𝑂(log 𝑛/ log log 𝑛),
2 / log log 𝑛

SPACE[(log 𝑛)2 / log log 𝑛] ⊆ TISP[2(log 𝑛)

, (log 𝑛)2 / log log 𝑛]

⊆ TISP[𝑛log 𝑛/ log log 𝑛 , (log 𝑛)2 / log log 𝑛]
˜
⊆ Σ𝑂(log 𝑛/ log log 𝑛) TIME[𝑂(𝑛)]
⊆ SIZE[𝑛(log 𝑛)𝑂(log 𝑛/ log log 𝑛) ] = SIZE[𝑛1+𝑂(1) ]
Let 𝑐 be a constant such that SPACE[𝑐(log 𝑛)2 / log log 𝑛] ⊆ SIZE[𝑛2 ]. By padding
√

a language to size 𝑁 = 2𝑂(
√

𝑂(𝑛) and 𝑁 2 = 2𝑂(

𝑛)

√
𝑂( 𝑛)

circuits of size 2

𝑛 log 𝑛)

so that (log 𝑁 )2 / log log 𝑁 = 𝑂(𝑛 log 𝑛/ log 𝑛) =

, we can conclude that linear space, which includes QBF, has


.

Reminder of Theorem 1.3.4 If SAT is in SIZE[𝑂(𝑛1+1/𝑘(𝑛) )] then
2

TISP[𝑛2 , 𝑛𝑜(1) ] ⊆ SIZE[𝑛(1+1/𝑘(𝑛)) ], and TISP[𝑛𝑘(𝑛) , 𝑛𝑜(1) ] ⊆ SIZE[𝑛𝑂(1) ]. So for exam√

ple, if SAT is in SIZE[𝑛 · 2
2/3 )

2𝑂(𝑛

log 𝑛

], then TISP[2log

size circuits.
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3/2

𝑛

, 𝑛𝑜(1) ] ⊂ SIZE[𝑛𝑂(1) ] and QBF has

Proof.

By the same argument as Claim 5, it is also possible to show that if

𝑆𝑎𝑡 ⊆ SIZE[𝑂(𝑛1+1/𝑘(𝑛) )], then
Σ𝑚 TIME[𝑂(𝑛)] ⊆ Σ𝑚−1 TIME[𝑂(𝑛1+1/𝑘(𝑛) )]/𝑛1+1/𝑘(𝑛) ⊆ . . .
𝑚

𝑚

𝑚

⊆ TIME[𝑛(1+1/𝑘(𝑛)) ]/𝑛(1+1/𝑘(𝑛)) ⊆ SIZE[𝑛(1+1/𝑘(𝑛)) ].
Since TISP[𝑛𝑘(𝑛) , 𝑛𝑜(1) ] ⊆ Σ𝑂(𝑘(𝑛)) TIME[𝑂(𝑛1+𝑜(1) )], it is therefore true that
𝑚

TISP[𝑛𝑚 , 𝑛𝑜(1) ] ⊆ SIZE[𝑛(1+1/𝑘(𝑛)) ]. Setting 𝑚 = 2 gives
2

TISP[𝑛2 , 𝑛𝑜(1) ] ⊆ SIZE[𝑛(1+1/𝑘(𝑛)) ], and setting 𝑚 = 𝑘(𝑛) gives
TISP[𝑛𝑘(𝑛) , 𝑛𝑜(1) ] ⊆ SIZE[𝑛(1+1/𝑘(𝑛))

5.6

𝑘(𝑛)

] = SIZE[𝑛𝑂(1) ], completing the proof.



Open Problems

In this chapter, we showed how to “amplify” small-circuit upper bounds in a new
way: if a simple circuit composition problem has nearly-linear size circuits, then all
of LOGSPACE has nearly-linear size circuits. This led to new circuit lower bounds
and connections between lower bound problems. Many open problems naturally arise,
such as:
∙ We have shown that TIME[𝑛1+𝜀 ] does not have LOGSPACE-uniform linear-size
circuits. Can this be strengthened to P-uniform linear circuits? Alternatively,
can our lower bound be generalized to prove that TIME[𝑛𝑘 ] ̸⊆ LOGSPACE-uniform SIZE[𝑛𝑘−𝜀 ],
for any constant 𝑘?
∙ We have also shown that if TIME[𝑛1+𝜀 ] or 𝑆𝑎𝑡 have linear sized circuits, then
QBF has 2𝑂(
√

the 𝑂(2

𝑛

√
𝑛)

sized circuits. If we assume these circuits are P-uniform, is

)-size circuit for QBF also uniform? Uniformity can be applied to

the circuits in Lemma 1.3.1 for constant 𝑘 without trouble, but when 𝑘(𝑛) is
unbounded the proof becomes more complicated.
∙ What additional consequences can be derived from assuming NP ⊂ SIZE[𝑂(𝑛)]?
How well can QBF be solved with circuits in that case?
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∙ Can we prove P ̸⊂ PNP -uniform SIZE(𝑂(𝑛))? Is the problem equivalent to
P ̸⊂ SIZE(𝑂(𝑛))? A yes-answer would show that constructing these linearsize circuits cannot even be done by a PNP process, progressing even closer to
P ̸⊂ SIZE(𝑂(𝑛)). We observe that P ̸⊂ SIZE(𝑂(𝑛)) is in fact equivalent to
P ̸⊂ PΣ2 P -uniform SIZE(𝑂(𝑛)): in PΣ2 P one can guess and verify a linear-size
circuit for a polynomial-time computation.
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